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Abstract : This paper presents an automated malware detection system that leverages the XGBoost machine learning
algorithm to classify executable (.exe) files as Malicious or Benign. The proposed framework integrates Portable
Executable (PE) attribute extraction, automated preprocessing, feature engineering, and Explainable Al (XAl) to deliver
transparent and actionable threat intelligence. PE attributes are extracted using the pefile library, normalised, and
transformed into structured feature vectors for classification. The XGBoost classifier achieves high detection accuracy
by capturing complex interactions among PE features, outperforming conventional signature-based approaches against
novel and polymorphic malware. An integrated XAl module employing SHAP values highlights the most influential
PE attributes driving each classification decision, fostering analyst trust. The system further automates risk level
assignment and generates comprehensive threat reports with mitigation recommendations via a Flask-based web
application. Experimental results confirm accurate detection of both known and previously unseen malware variants,

demonstrating the efficacy of the proposed pipeline as a scalable, interpretable, and deployable cybersecurity solution.

Index Terms -- Malware Detection, Machine Learning, XGBoost, Portable Executable, Feature Engineering,
Explainable Al, SHAP, Static Analysis, Cybersecurity, Threat Intelligence.

I. INTRODUCTION

The escalating sophistication of cyberattacks has rendered conventional signature-based malware detection
increasingly inadequate. Signature-based systems maintain repositories of known malware hashes and patterns and
match incoming files against this database; while effective for previously catalogued threats, they fail against novel,
polymorphic, or obfuscated malware variants. As cybercriminals continuously evolve their tactics, the cybersecurity
community requires adaptive, intelligent detection mechanisms capable of identifying both known and previously
unseen threats.

Machine learning (ML) has emerged as a powerful paradigm for addressing this challenge. By learning
discriminative patterns from labelled datasets of Malicious and Benign executables, ML models generalise to detect

threats that have never been explicitly programmed into a rule base. Portable Executable (PE) files, the standard binary
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format for Windows executables, encapsulate rich structural metadata -- including file headers, section tables, import
and export function lists, and resource characteristics -- that carry distinctive signals of malicious intent.

This paper presents an automated malware detection framework centred on the XGBoost gradient boosting
algorithm applied to structured PE attribute data. The system encompasses a complete pipeline: PE attribute extraction
using the pefile library, preprocessing and feature engineering, XGBoost-based classification, Explainable Al (XAI)
interpretation via SHAP values, risk-level assignment, and automated threat report generation, all deployed through a
Flask web application.

The primary contributions of this work are: (1) an end-to-end PE-based static malware detection pipeline using
XGBoost; (2) integration of SHAP-based XAl to render classification decisions interpretable for security analysts; (3)
automated risk scoring and PDF threat report generation; and (4) a web-deployable Streamlit/Flask interface enabling
real-time file analysis.

Il. OBJECTIVES
The primary objectives of this project are:
 To develop an automated XGBoost-based classification system that accurately identifies executable (.exe) files as
Malicious or Benign from structured PE attribute data.
» To design a robust preprocessing and feature engineering pipeline that extracts, normalises, and structures PE
attributes into high-quality feature vectors for predictive modelling.
* To integrate an Explainable Al (XAI) module using SHAP values that highlights the most influential PE features
behind each classification decision.
+ To automate risk level assignment and generate comprehensive threat reports -- including impacted PE attributes
and mitigation recommendations -- thereby reducing analyst workload and response time.
» To deploy the system as a web-based application using Flask and Streamlit, ensuring real-time accessibility,
scalability, and concurrent multi-user support.
* To evaluate and compare classification performance using metrics including accuracy, precision, recall, F1-score,

and confusion matrix analysis.

I1l. MOTIVATION AND PROBLEM DEFINITION
A. Motivation

The growing volume and sophistication of malware threats place immense pressure on security teams relying on
manual analysis and static signature databases. Modern malware is increasingly designed to evade traditional defences
through obfuscation, packing, and polymorphic behaviour, rendering conventional tools insufficient. Many students,
developers, and small organisations lack access to enterprise-grade security solutions and remain vulnerable to
executable-based attacks.

Most available malware analysis tools either require deep technical expertise or operate as black-box systems that
provide no reasoning behind their decisions. This opacity hinders analyst trust and impedes informed incident response.
Furthermore, few freely deployable tools combine static PE analysis with explainable intelligence and automated

reporting in a single integrated framework.
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B. Problem Statement
This project addresses the design and development of an intelligent, automated system for executable malware
detection that: (1) performs static analysis of PE attributes without executing the file; (2) applies XGBoost-based
classification to deliver accurate Malicious/Benign predictions with confidence scores; (3) provides SHAP-based
explanations of classification decisions; and (4) automates risk assignment and generates downloadable threat reports.
The proposed framework targets cybersecurity practitioners, students, and enterprise users requiring an accessible,
interpretable, and scalable detection solution.
C. Challenges Addressed
* Handling and parsing diverse PE file structures to reliably extract relevant attributes from both Malicious and
Benign executables.
« Constructing a feature engineering pipeline that transforms raw PE metadata into discriminative, normalised feature
vectors suitable for XGBoost.
* Ensuring classification transparency by integrating SHAP-based XAl to make model predictions interpretable and
actionable for security analysts.
» Automating risk assessment and report generation to minimise manual analyst effort and accelerate incident
response.

» Deploying the detection system as a scalable, multi-user web application capable of processing files in real time.

IV. EXISTING SYSTEMS AND LIMITATIONS

Traditional malware detection systems primarily rely on signature-based and heuristic approaches. Signature-based
systems compare file hashes or byte patterns against databases of known malware; while effective for catalogued threats,
they fail entirely against novel or morphed variants. Heuristic systems attempt to flag suspicious behaviours or structural
anomalies but frequently require manual rule definition, generate high false positive rates, and struggle with obfuscated
code.

Many existing ML-based malware detectors focus on single algorithms -- such as Random Forest or Support VVector
Machines -- without leveraging ensemble gradient boosting or providing explainability. Most commercial tools are
opaque, producing only a Malicious/Benign verdict without highlighting the specific PE attributes that drove the
decision. This opacity reduces analyst trust and delays response actions. Additionally, most existing solutions do not
automate report generation or risk scoring, requiring analysts to manually document findings.

Key limitations include:
» Dependence on static signature databases ineffective against novel malware.
» Absence of explainability: predictions are provided without reasoning or feature attribution.
+ No automated risk scoring or threat report generation.

+ Limited scalability and web accessibility for real-time multi-file analysis.

Inability to detect obfuscated or polymorphic variants through static feature analysis.

V. LITERATURE SURVEY
Beg et al. [5] proposed an iterative malware detection framework combining autoencoders and hybrid ML models
applied to executable file features. The iterative training strategy improved accuracy over conventional classifiers,

though high computational overhead limited real-time deployment.
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Ibrahim et al. [10] introduced an automatic Android malware detection system using static analysis combined with
deep learning. APK features including permissions, API calls, and manifest data were extracted without execution,
achieving effective classification. However, the system was limited to Android static features and required large labelled
datasets.

Das et al. [6] presented a novel feature encoding scheme for ML-based malware detection that transforms raw
executable data into high-dimensional feature vectors preserving behavioural patterns. The scheme improved classifier
accuracy across multiple algorithms, though high-dimensional vectors increased computation time.

Al-Hashmi et al. [3] proposed a deep-ensemble framework combining multiple behavioural models -- analysing
API calls, system events, and network patterns -- to detect malware variants. Ensemble aggregation improved robustness
against previously unseen malware, though computational overhead was significantly higher than single-model systems.

Tanveer et al. [20] developed Malware-SeqGuard, leveraging LSTM and GRU networks to model sequential APl
call patterns for evolving Android malware detection. The approach was effective for zero-day variants but required
substantial computational resources and high-quality sequential data.

Landman and Nissim [13] presented a privacy-aware federated learning framework for Linux cloud malware
detection, enabling collaborative training across nodes without sharing sensitive data. While scalable, communication
overhead and the need for homogeneous model architectures across nodes presented deployment challenges.

While individual aspects of malware detection are addressed in prior works, no single framework unifies XGBoost-
based PE static analysis, SHAP-driven explainability, automated risk scoring, and web-deployable report generation --

the gap this work specifically addresses.

V1. PROPOSED SYSTEM

The proposed automated malware detection system is built as an integrated, modular framework combining PE
static analysis, gradient boosting classification, and explainable Al to deliver accurate, transparent, and actionable threat
intelligence for executable (.exe) files. The system performs static analysis exclusively, examining the internal PE
structure without executing the file, thereby eliminating infection risk.

The pipeline begins with the user uploading an executable file through the web interface. The Feature Extraction
module parses the PE structure using the pefile library to extract 23 critical attributes -- including MajorLinkerVersion,
TimeDateStamp, ImageBase, SectionMinEntropy, AddressOfEntryPoint, and SectionMinVirtualsize -- which
collectively capture structural and behavioural indicators of malicious intent. Extracted features are preprocessed,
normalised using StandardScaler, and passed to the trained XGBoost classifier, which outputs a Malicious/Benign
prediction with a confidence score. The XAl module employs SHAP values to identify the most influential features,
generating visual explanations. Risk level is automatically assigned, and a comprehensive threat report is generated in
PDF format via ReportLab and additionally enriched with natural language analysis through the Gemini Al API.

A. Key Features
» Static PE attribute extraction without file execution, eliminating infection risk.
» XGBoost gradient boosting classifier for high-accuracy Malicious/Benign classification.
» SHAP-based Explainable Al module highlighting influential PE features per prediction.

» Automated risk score computation and confidence score generation.

Al-enriched threat analysis via Google Gemini API providing natural language explanations.
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*  Downloadable PDF threat report including prediction, feature breakdown, risk level, and mitigation
recommendations.

+ Flask-based web application with dark mode Ul, real-time file processing, and multi-user accessibility.

VIl. ROLE OF Al AND MACHINE LEARNING
A. Machine Learning: XGBoost

XGBoost (Extreme Gradient Boosting) forms the classification core of the proposed system. XGBoost iteratively
constructs an ensemble of decision trees, each correcting residual errors of its predecessors through gradient descent
optimisation. Its built-in L1 and L2 regularisation terms prevent overfitting, while its efficient handling of sparse and
structured data makes it particularly well-suited to PE attribute vectors. Hyperparameters -- including n_estimators=300,
learning_rate=0.05, max_depth=8, subsample=0.8, and colsample_bytree=0.8 -- were tuned to optimise classification
performance on the binary malware detection task.

B. Feature Engineering

The preprocessing and feature engineering pipeline extracts 23 PE attributes from each file. Entropy of PE sections
(SectionMinEntropy) is calculated using Shannon entropy over byte frequency distributions, capturing obfuscation and
packing indicators. Numerical attributes are standardised using StandardScaler, and categorical attributes are encoded
for model input. Feature selection retains the most discriminative attributes, reducing dimensionality while preserving
detection accuracy.

C. Explainable Al (XAl)

To bridge the gap between automated prediction and human interpretability, the system integrates SHAP (SHapley
Additive exPlanations) values. SHAP provides a game-theoretic attribution of each PE feature's contribution to the
classification decision for every individual file. Security analysts can visualise which attributes -- such as
SectionMinEntropy indicating packing or abnormal AddressOfEntryPoint values -- drove the Malicious classification,
enabling informed and targeted incident response.

D. Generative Al Integration

The backend integrates the Google Gemini API to generate natural language threat analysis narratives. Given the
extracted feature dictionary and XGBoost prediction, Gemini produces human-readable explanations covering
classification rationale, risk interpretation, key suspicious attributes, and actionable user recommendations, making the

system accessible to non-expert users.

VIIl. SYSTEM ARCHITECTURE AND DESIGN

The system follows a modular, layered architecture. Users interact through a Flask web interface
(HTML/CSS/Bootstrap/JavaScript) that communicates with a Python Flask backend via HTTP. The backend
coordinates all ML and Al components, managing data flow across modules. A RESTful route (/analyze) handles file
submission, feature extraction, classification, XAl generation, and report creation in a single request-response cycle.
A. System Modules
1) File Upload and Validation Module

Users submit executable (.exe) or DLL files through the web interface. The module validates file format using
extension checking and the allowed_file utility, rejects unsupported or corrupted files, and securely stores validated
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files in the server uploads directory. Metadata including filename, upload timestamp, and file size are logged for audit
purposes.
2) Feature Extraction and Preprocessing Module

The pefile library parses the PE structure of each uploaded file to extract 23 critical attributes covering
OPTIONAL_HEADER fields (e.g., MajorLinkerVersion, ImageBase, SizeOfStackReserve, AddressOfEntryPoint,
SizeOfHeaders), FILE_HEADER fields (TimeDateStamp, Characteristics), directory entry presence
(DirectoryEntryExport, DirectoryEntrylmportSize), section-level statistics (SectionMinEntropy computed via Shannon
entropy, SectionMinVirtualsize, SectionMaxChar), and subsystem metadata. Extracted features are normalised using
StandardScaler and assembled into a 23-dimensional feature vector.
3) Machine Learning Classification Module

The pre-trained XGBoost classifier (loaded via joblib from malwareclassifier-V2.pkl) processes the normalised
feature vector and outputs a binary classification label (Malicious=1, Benign=0) along with a confidence score. A risk
score is computed as a normalised aggregate of feature values, providing a quantitative 0-100 threat severity indicator.
4) Explainable Al and Threat Reporting Module

SHAP values are computed for each classification to attribute feature contributions. The Gemini API generates a
natural language analysis narrative. The ReportLab library assembles a downloadable PDF threat report containing file
metadata, prediction outcome, risk and confidence scores, feature breakdown table, and the Al-generated analysis. A
plain-text fallback is provided if ReportLab is unavailable.
5) Result Generation Module

The result.html template renders classification outcome, risk score progress bar, confidence score indicator, Al
threat analysis narrative, feature breakdown table, and mitigation recommendations. Users can download the full PDF
report or initiate analysis of another file.
B. System Architecture Layers

The architecture operates across three layers. The Client Side provides an HTML/CSS/Bootstrap/JavaScript
interface handling file drag-and-drop upload, bash-style output simulation, dark mode toggle, and result display. The
Server Side uses Flask with RESTful routing managing file receipt, feature extraction, ML inference, XAl generation,
and report creation. The AI/ML Integration layer hosts the pre-trained XGBoost model and StandardScaler, SHAP
computation, and the Gemini API client for language generation.

IX. REQUIREMENT SPECIFICATION
A. Functional Requirements

The system supports the following core functionalities: (1) uploading and validating executable (.exe) and DLL
files; (2) parsing PE structure to extract 23 critical attributes; (3) normalising and engineering features into model -ready
vectors; (4) classifying files using the XGBoost model with confidence scores; (5) generating SHAP-based feature
importance explanations; (6) computing risk scores and assigning risk levels; (7) generating Al-enriched natural
language threat analyses via Gemini; (8) producing downloadable PDF threat reports; and (9) presenting results through

an accessible dark-mode web interface.
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B. Non-Functional Requirements
Table I: Non-Functional System Requirements

Requirement

Specification

Operating System

Windows 10 / Windows 11

Programming Language Python 3.x

Framework Flask (Backend), HTML/CSS/Bootstrap (Frontend)
ML Library XGBoost, scikit-learn, joblib

PE Parsing pefile

XAl SHAP, Google Gemini API

Report Generation

ReportLab

RAM Minimum 16 GB recommended
Storage Minimum 10 GB free space
Internet Stable connection (for Gemini API)

X. IMPLEMENTATION

The system is implemented in Python 3.x using Flask as the web framework and HTML/CSS/Bootstrap for the
frontend. The pefile library extracts PE attributes from uploaded executables. Feature engineering is implemented in
the feature_extraction.py module, which computes 23 structured attributes including Shannon entropy for PE sections.
The XGBoost classifier and StandardScaler are pre-trained and serialised using joblib (malwareclassifier-V2.pkl and
scaler.pkl). SHAP values are computed at inference time for each prediction.

The Gemini APl (gemini-2.5-flash-lite model) is integrated for natural language threat analysis generation.
ReportLab assembles PDF reports comprising header metadata, feature breakdown tables, and Al-generated analysis.
The Flask backend exposes a single primary route (/analyze) that orchestrates file receipt, feature extraction, ML
inference, XAl generation, and report creation. A secondary route (/download_report) serves generated PDF files. The
frontend uses Chart.js for detection visualisations, Bootstrap for responsive layout, and JavaScript localStorage for dark

mode persistence. The application runs locally on port 5001 (python app.py) and is accessible via http://127.0.0.1:5001/.

Xl. EXPERIMENTAL RESULTS
A. Model Performance

The XGBoost classifier was trained on the structured PE attribute dataset (dataset_malwares.csv) using an 80/20
train-test split with stratification. Feature scaling via StandardScaler was applied prior to training. Hyperparameter
configuration: n_estimators=300, learning_rate=0.05, max_depth=8, subsample=0.8, colsample_bytree=0.8. Table II
presents the performance comparison between the XGBoost classifier and baseline models evaluated on the held-out
test set.
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Table 11: Classifier Performance Comparison

Model Accuracy Precision Recall F1-Score
XGBoost 98.2% 0.981 0.983 0.982
Random Forest 96.8% 0.967 0.969 0.968
Decision Tree 93.5% 0.934 0.936 0.935
Logistic Regression 88.1% 0.879 0.882 0.880

B. End-to-End System Testing

Comprehensive functional testing was conducted across all five modules, covering unit tests, integration tests,

system tests, and user acceptance testing (UAT). All test cases produced actual outputs matching expected outputs:
Table I11: Module-wise Test Case Results

S.No Test Case Expected Output Actual Output Result
1 | Valid .exe Upload File accepted for analysis | File uploaded successfully | PASS
2 | Invalid file upload Error: Unsupported file Error: Unsupported file PASS

type type
3 | PE Feature Extraction | 23 features extracted 23 features extracted PASS
4 | Benign file prediction | Output: Safe Output: Safe PASS
5 | Malware file Output: Malware Output: Malware PASS
prediction
6 | Report generation PDF report downloaded Report generated PASS
7 | XAl Explanation Feature importance shown | SHAP analysis displayed PASS

UAT involved real users uploading both malicious and benign executable samples, reviewing the analysis

interface, and evaluating the generated reports. Participants reported high satisfaction with system usability,

classification accuracy, and the clarity of the Al-generated explanations.

XIl. ADVANTAGES OVER EXISTING SYSTEMS

JETNR2606283

Performs static PE analysis without file execution, eliminating infection risk during detection.

XGBoost ensemble classification achieves higher accuracy than single-algorithm baselines across all evaluation
metrics.

SHAP-based XAl provides per-prediction feature attribution, rendering decisions transparent and actionable for
security analysts.

Automated risk scoring and PDF report generation eliminate manual documentation effort.

Gemini API integration produces natural language threat narratives accessible to non-expert users.

Flask web application enables real-time multi-user access across desktops without specialised software installation.

Dark mode interface and intuitive drag-and-drop upload enhance usability for continuous monitoring workflows.
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X1, APPLICATIONS

The proposed malware detection platform has broad applicability across cybersecurity domains. For individual
users and small organisations, it provides accessible, real-time scanning of suspicious executables without requiring
enterprise-grade security infrastructure. Academic institutions and cybersecurity training programmes can integrate the
platform for hands-on malware analysis education, leveraging the XAl module to illustrate decision-making in ML-
based detection. Security operations centres (SOCs) can deploy the system as a first-pass triage tool, using generated
reports and risk scores to prioritise analyst attention. EdTech and cybersecurity awareness platforms can embed the
system to demonstrate practical malware analysis workflows. The persistent report generation capability supports

compliance documentation and audit trail maintenance across organisational security operations.

X1V. FUTURE ENHANCEMENTS

» Dynamic analysis integration: combining static PE feature analysis with dynamic behavioural monitoring (API call
sequences, network traffic, registry modifications) to detect evasion-aware malware.

* Deep learning models: evaluating CNN-based and transformer architectures on raw byte sequences for enhanced
detection of obfuscated and packed executables.

* Multiclass malware family classification: extending binary detection to categorise malware families (ransomware,
trojan, spyware, worm) for more targeted response.

 Real-time threat intelligence integration: connecting to external threat feeds (VirusTotal, MITRE ATT&CK) for
cross-referenced, continuously updated detection.

* Cloud deployment on AWS, Google Cloud, or Azure using containerisation (Docker/Kubernetes) for enterprise-
scale concurrent analysis.

 Multilingual interface and report generation to support global deployment in diverse organisational environments.

» Adversarial robustness testing: evaluating and hardening the model against adversarial PE manipulations designed

to evade ML -bhased detection.

XV. CONCLUSION

This paper presented a comprehensive machine learning-based automated malware detection system that
overcomes the limitations of conventional signature-based approaches by integrating XGBoost classification, SHAP-
driven explainability, automated risk scoring, and Al-enhanced threat reporting in a unified, web-deployable
framework. The system performs static PE attribute analysis to classify executable files as Malicious or Benign without
execution, eliminating infection risk.

Experimental results confirm strong classification performance: XGBoost achieved 98.2% accuracy with an F1-
score of 0.982 on the held-out test set, substantially outperforming baseline classifiers including Random Forest
(96.8%), Decision Tree (93.5%), and Logistic Regression (88.1%). All five system modules passed end-to-end
functional testing. The modular architecture ensures maintainability and scalability, with clear pathways for future
enhancements including dynamic analysis integration, deep learning models, and cloud deployment.

The system is applicable across individual users, academic institutions, SOC environments, and EdTech platforms.
By combining high-accuracy ML classification with interpretable Al and automated reporting, the platform empowers
both technical and non-expert users with objective, data-driven malware intelligence, strengthening cybersecurity

resilience against increasingly sophisticated executable threats.
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