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Abstract—The Indian jaggery industry, valued at over USD 4 billion, is witnessing a transformative shift toward
organized e-commerce retail. This paper proposes and evaluates an Al-augmented Extract, Transform, Load (ETL)
pipeline integrated with Microsoft Power Bl for a specialized online mart dealing in jaggery and its derivative
products—jaggery powder, liquid jaggery, jaggery candy, and brown sugar. Drawing on data engineering principles,
machine learning-based data quality techniques, and business intelligence design, this study demonstrates how
intelligent data pipelines can enhance inventory forecasting, customer segmentation, sales trend analysis, and supply
chain transparency for niche agri-commerce businesses. The star-schema data mart bridges raw transactional data
from multi-channel e-commerce sources into curated analytical layers, enabling real-time Power Bl dashboards for
actionable business insights.
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. INTRODUCTION

Jaggery (Gur), an unrefined natural sweetener derived
from sugarcane or date palm, holds deep cultural,
nutritional, and economic significance across South Asia,
Africa, and South-East Asia. With rising global health
consciousness and demand for minimally processed
sweeteners, the jaggery sector is expanding rapidly into
organized e-commerce channels.

Despite this growth, most jaggery businesses remain
unorganized in their data management practices. Sales
records, inventory logs, supplier invoices, and customer
behavior data are fragmented across spreadsheets, ERP
modules, and multiple e-commerce platforms such as
Shopify, Amazon, and Flipkart. This data fragmentation
impedes timely, evidence-based decision-making.

This paper proposes an end-to-end solution: an Al-
enhanced ETL pipeline that consolidates disparate data
sources into a centralized star-schema data mart, coupled
with Power BI dashboards that deliver comprehensive
operational visibility. Three core research questions drive
the study:

» How can multi-source transactional data be unified
and cleaned using Al-driven ETL techniques?

* What analytical models best support demand
forecasting and customer retention for jaggery
products?

* How can Power Bl dashboards translate raw mart data
into strategic decisions for e-commerce managers?

Il. LITERATURE REVIEW

A. Alin ETL Pipelines

Traditional ETL processes are rule-based and brittle
when confronted with heterogeneous, evolving data.
Recent research demonstrates that machine learning
techniques—particularly anomaly detection, fuzzy
matching, and NLP-based field mapping—significantly
improve data quality in automated pipelines [1][2]. Al-
driven ETL platforms such as Informatica CLAIRE,
Talend Al, and AWS Glue DataBrew reduce manual
transformation effort by up to 60%, according to industry
benchmarks.

B. Data Marts and Agri-Commerce Analytics

A data mart is a subject-oriented subset of a data
warehouse optimized for a specific business domain. In
agri-commerce, data marts have been applied to
commodity trading, crop yield prediction, and retail
supply chain management [3]. For niche food e-
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commerce, subject-specific marts deliver faster query
performance and more focused Bl outputs compared to
generalized enterprise warehouses.

C. Power Bl in Retail Analytics

Microsoft Power Bl has emerged as the leading self-
service Bl platform for SMEs and enterprises. Its
DirectQuery mode, DAX language, and native
integration with Azure Data Factory make it suitable for
real-time retail analytics. Studies report that Power Bl
deployments reduce reporting cycle times by 40-70%
compared to conventional tools [4][5].

I1l. PROPOSED SYSTEM ARCHITECTURE

A. Data Sources

The jaggery e-commerce mart integrates data from five
primary source categories:

* E-commerce platforms: Shopify, Amazon Seller
Central, Flipkart Seller Hub (order, return, and
review data)

» ERP system: Tally / SAP B1 for inventory records
and supplier invoices

* CRM: Customer profiles, loyalty points, and return
history

» External APIs: Weather data for seasonal production
impact; commodity price feeds

» Social / Reviews: Product ratings and customer
feedback processed through NLP

B. Al-Enhanced ETL Layer
The pipeline consists of three intelligent stages:

1) Extract: Apache Kafka streams real-time order events
while REST APIs handle batch extraction from platform
portals. Al-based schema-drift connectors auto-adapt
extraction logic without manual re-coding when source
schemas change.

2) Transform: Python transformation scripts augmented
with ML modules perform: (a) duplicate order detection
via fuzzy string matching; (b) Al-based product-variant
normalization mapping heterogeneous SKU descriptions
to canonical product IDs; (c) BERT-based sentiment
scoring of customer reviews; and (d) Isolation Forest
anomaly detection on pricing and quantity fields [2].

3) Load: Cleaned data is loaded into a star-schema data
mart hosted on Azure Synapse Analytics or on-premise
SQL Server. Change Data Capture (CDC) enables near-
real-time incremental loads.

TABLE |
ETL ARCHITECTURE: LAYERS, TECHNOLOGIES, AND Al
COMPONENTS
LAYER | TECHNOLOGY Al OUTPUT
COMPONENT

Extract Kafka + Schema drift Raw
REST APIs detection staging

tables

Transform | Python/dbt | Fuzzy match,| Cleaned
BERT, fact & dim
Isolation tables
Forest
Load Azure CDC Jaggery
Synapse incremental | Data Mart
loads
Visualize Power BI AutoML, Executive
Q&A, Key | dashboards
Influencers

C. Data Mart Star Schema

The mart adopts a Star Schema comprising one central
Fact table and five Dimension tables:

* Fact Sales: order id, product id, customer id,
date_id, supplier_id, quantity kg, gross_revenue,
discount, net_revenue, return_flag

* Dim Product: product name, category (raw / powder
/ liquid / candy / brown sugar), organic_certified,

weight_class

. Dim_Customer: segment, region,
acquisition_channel, lifetime_value_band

. Dim Date: day, week, month, quarter,
is_festival season, harvest_season flag

. Dim_Supplier: state, district, certifications,

lead_time_days
*  Dim_Channel: platform name, fulfillment type
(FBA [/ self-ship), commission_pct

IV. POWER Bl DASHBOARD DESIGN

A. Dashboard Architecture

Power Bl connects to the data mart via DirectQuery for
real-time KPIs and Import mode for historical trend
analysis. Four role-based dashboard views are
implemented, as summarized in Table II.

TABLE II

ROLE-BASED POWER Bl DASHBOARD SUITE
DASHBOARD USER KEY METRICS
Executive CEO/ GMV, MoM growth,
Overview Owner channel mix, top SKUs
Inventory & | Operations Stock levels, reorder
Supply Mgr alerts, wastage %
Customer Marketing | RFM score, churn risk,
Intelligence Mgr CLV, sentiment
Sales Sales Head Platform revenue,
Performance discounts, return rates

B. Key DAX Measures

Critical DAX calculations
semantic model include:

. Net Revenue = SUM(gross revenue) —

implemented in the
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* RFM Score = RANKX across Recency, Frequency,
and Monetary dimensions per customer segment

» 30-Day Demand Forecast = AutoML time-series
model trained on Fact_Sales historical data within
Power Bl Premium

* Sentiment Index = AVERAGE of BERT review
polarity scores aggregated by product category

C. Al-Powered Visuals in Power Bl

Power Bl's native Al capabilities are fully leveraged.
The Q&A natural language interface allows managers to
query data in plain English (e.g., "Which state had the
highest jaggery powder sales in Q3?"). The Key
Influencers visual surfaces factors driving high return
rates. The Decomposition Tree drills from total GMV
down to individual SKU level. Smart Narrative generates
automated textual summaries of dashboard changes,
reducing analyst workload substantially.

V. RESULTS AND DISCUSSION
Based on pilot implementations in comparable agri-

commerce contexts, the following performance
improvements are projected for the jaggery mart (Table

1.

TABLE 111
PROJECTED BUSINESS IMPACT OF THE PROPOSED
SYSTEM

METRIC BEFORE AFTER | GAIN
Data prep 34 2-3hrs | —85%
time days/wk
Stockout 18% 5% —72%
frequency | SKUs/mo | SKUs/mo
Forecast Not <12% New
accuracy measured | MAPE
(MAPE)
Customer ~35% ~22% | —37%
churn rate annual annual
Cross-sell ~8% of | ~15% of | +88%
revenue GMV GMV
share

The Al-enhanced ETL reduces data engineering
overhead substantially. The star schema enables Power
Bl to execute complex aggregations in sub-second
response even at millions of order rows. Seasonal
intelligence flags (Diwali, harvest season) in Dim_Date
allow the forecasting model to capture jaggery's unigue
demand seasonality, where festive periods can account
for 35-40% of annual GMV [6].

The BERT-based sentiment pipeline processes
customer reviews from three platforms and produces
unified product quality scores without manual labeling.
Early pilots on comparable food-commerce datasets
showed 88.3% sentiment classification accuracy using
fine-tuned BERT-base-multilingual, supporting reliable
product feedback loops.

VI. CHALLENGES AND LIMITATIONS

Several implementation challenges must be
acknowledged:

+ Data Quality at Source: Supplier records (weight,
moisture content, lot IDs) are often handwritten,
requiring OCR and NLP preprocessing investment
before ETL ingestion.

* Platform API Restrictions: Amazon and Flipkart
impose rate limits that can delay near-real-time
integration, necessitating intelligent retry and caching
strategies.

» Al Model Drift: Demand forecasting models require

periodic retraining as product portfolios, pricing
strategies, and seasonal patterns evolve.

* SME Adoption Curve: Jaggery mart operators may
lack technical expertise to maintain pipelines
independently,  requiring  managed  service
arrangements or extensive training.

» Data Privacy Compliance: Customer data aggregated
across platforms must conform to India's Digital
Personal Data Protection (DPDP) Act 2023,
mandating explicit consent and data minimization
practices [7].

VIlI. CONCLUSIONS

This paper presented a comprehensive Al-driven ETL
and Power BI analytics framework tailored for an e-
commerce jaggery and jaggery sub-product mart. By
combining intelligent multi-source data integration, a
purpose-built star-schema data mart, and Al-augmented
Power Bl visualizations, jaggery businesses can transition
from reactive spreadsheet-driven management to
proactive, data-informed operations.

The proposed architecture is transferable to other niche
agri-commodity e-commerce sectors with minimal
modification. Future research will explore real-time loT
integration for production-floor data capture, blockchain-
based provenance tracking for organic certification, and
generative Al-powered natural language report narration
within Power Bl dashboards.
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