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A R T I C L E   I N F O 

A B S T R A C T 

This paper presents the design, development, and evaluation of a real-time multilingual SMS spam detection 

system utilizing the IndicBERT transformer model for accurate classification of short message service (SMS) 

messages as spam or legitimate across multiple Indian languages including English, Hindi, and Tamil. With the 

rapid proliferation of mobile communication and digital transactions, spam messages—particularly those related to 

banking fraud, phishing links, and fake one-time password (OTP) alerts—have become increasingly prevalent, 

posing serious threats to user security and privacy. Conventional spam detection approaches, including rule-based 

keyword filtering and classical machine learning methods such as Naïve Bayes and Support Vector Machines 

(SVM), exhibit significant limitations in handling multilingual content, code-mixed text, and evolving spam 

patterns. This work addresses these challenges by leveraging the IndicBERT pre-trained language model, 

specifically designed for Indian languages, fine-tuned on a comprehensive dataset of approximately 151,845 SMS 

messages comprising real-world and synthetically generated samples. The system follows a complete machine 

learning pipeline encompassing data collection, synthetic data generation for banking and OTP scenarios, text 

preprocessing, model fine-tuning, evaluation, and optimization for mobile deployment through ONNX export and 

TensorFlow Lite (TFLite) conversion. Experimental results demonstrate that the proposed system achieves an 

overall classification accuracy of 97.8% with a precision of 99.1%, recall of 98.9%, and F1-score of 99.0%, 

significantly outperforming traditional methods and monolingual transformer models. The TFLite-optimized 

model enables efficient on-device inference on Android smartphones, ensuring real-time spam detection without 

requiring internet connectivity, thereby preserving user privacy. The system architecture further supports 

extensibility toward additional regional languages, continuous learning mechanisms, and integration with 

enterprise communication platforms. This work contributes to the growing body of research on intelligent mobile 

security systems and offers a practical, scalable framework for combating multilingual SMS-based fraud. 

 

Keywords: SMS spam detection IndicBERT Multilingual NLP Deep learning Transformer model Mobile 

deployment 

1. Introduction 

Short message service (SMS) spam has emerged as a critical cybersecurity threat in the contemporary digital 

landscape, with billions of fraudulent messages transmitted globally each year [1]. The proliferation of mobile 

communication technologies, coupled with the increasing digitization of financial services, has created an 

expansive attack surface for malicious actors seeking to exploit unsuspecting users through phishing links, 
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fraudulent promotional offers, and deceptive banking or one-time password (OTP) alerts [2,3]. In India alone, 

where over 1.2 billion mobile subscribers exchange approximately 50 billion SMS messages monthly, the volume 

of spam messages has escalated dramatically, with estimates suggesting that up to 40% of all received messages 

may constitute unsolicited or fraudulent content [4]. This pervasive problem poses significant threats to user 

privacy, financial security, and trust in mobile communication systems, necessitating the development of 

advanced, intelligent detection mechanisms. 

Conventional approaches to SMS spam detection have primarily relied on rule-based keyword filtering systems 

that identify messages containing predefined suspicious terms such as "free," "win," or "click here" [5]. While 

computationally efficient, these methods suffer from fundamental limitations including high false positive rates, 

inability to adapt to evolving spam patterns, and complete inadequacy in handling multilingual content [6]. The 

subsequent generation of detection systems leveraged classical machine learning algorithms, including Naïve 

Bayes, Decision Trees, and Support Vector Machines (SVM), typically employing Term Frequency-Inverse 

Document Frequency (TF-IDF) representations for feature extraction [7]. Although these approaches demonstrated 

improved classification accuracy over rule-based methods, they remained constrained by their dependence on 

manual feature engineering and their inability to capture the semantic and contextual nuances inherent in natural 

language text, particularly in multilingual and code-mixed messaging environments [8]. 

The advent of deep learning has catalyzed significant advancements in text classification tasks, with architectures 

such as Recurrent Neural Networks (RNNs), Long Short-Term Memory (LSTM) networks, and Convolutional 

Neural Networks (CNNs) demonstrating superior performance in capturing sequential dependencies and local 

textual patterns [9,10]. However, these models require substantial quantities of labeled training data and exhibit 

limited capability in understanding complex contextual relationships across diverse linguistic structures. The 

introduction of transformer-based architectures, particularly Bidirectional Encoder Representations from 

Transformers (BERT), has revolutionized natural language processing (NLP) by enabling bidirectional contextual 

understanding through self-attention mechanisms [11]. Recent investigations have demonstrated the efficacy of 

BERT-based models for spam detection, achieving accuracy rates exceeding 96% on English-language 

benchmarks [12,13]. 

Despite these advances, a critical research gap persists in multilingual spam detection, particularly for Indian 

languages. Users in India frequently communicate in English, Hindi, Tamil, and code-mixed combinations thereof, 

creating a linguistically diverse environment that monolingual models fundamentally cannot address [14]. 

Furthermore, the emergence of sophisticated banking fraud messages, fake OTP alerts, and UPI-related phishing 

scams specifically targeting Indian users demands detection systems trained on domain-specific multilingual 

datasets [15]. IndicBERT, a transformer-based pre-trained language model designed for eleven Indian languages, 

offers a compelling solution by providing cross-lingual contextual understanding optimized for the Indian 

linguistic landscape [16]. 

This paper presents the design, implementation, and experimental evaluation of a real-time multilingual SMS spam 

detection system that leverages the IndicBERT model for accurate classification across English, Hindi, and Tamil. 

The proposed system integrates a comprehensive machine learning pipeline encompassing data collection from 

real-world sources, synthetic data generation for banking and OTP fraud scenarios, rigorous text preprocessing, 

model fine-tuning, performance evaluation, and optimization for mobile deployment through ONNX export and 

TFLite conversion. The system enables efficient on-device inference on Android smartphones, ensuring real-time 

spam detection without requiring internet connectivity. 

The remainder of this paper is organized as follows. Section 2 presents the detailed system methodology including 

data collection and synthesis, preprocessing pipeline, IndicBERT model architecture and fine-tuning procedure, 

and the model optimization and deployment strategy. Section 3 reports the experimental results encompassing 

model performance metrics, comparative analysis against existing approaches, and deployment evaluation on 

mobile devices. Section 4 provides a comprehensive discussion of the findings, addresses limitations of the current 

implementation, and outlines directions for future research and enhancement. 

2. Methodology 

The methodology adopted for the design and development of the real-time multilingual SMS spam detection 

system follows a systematic approach encompassing data collection and synthesis, text preprocessing, model 

training and fine-tuning, performance evaluation, and deployment optimization. The system architecture employs a 
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four-layer paradigm comprising the data layer, processing layer, optimization layer, and application layer, as 

illustrated in Fig. 1. 

 
Fig. 1. System architecture illustrating the four-layer paradigm: (A) Data Layer with multilingual SMS dataset and 

synthetic data generator, (B) Processing Layer with IndicBERT transformer model, (C) Optimization Layer with 

ONNX and TFLite conversion, and (D) Application Layer with Android mobile app interface. 

2.1. Data Collection and Synthetic Data Generation 

The dataset employed in this study comprises a comprehensive multilingual SMS corpus designated as the 

Mega_Merged_Spam_Dataset, consisting of approximately 151,845 SMS messages aggregated from multiple 

sources. The primary data sources include publicly available spam detection datasets collected from open-source 

repositories and real-world SMS messages manually collected from actual mobile inboxes across diverse 

demographic regions in India. The real-world component encompasses messages in English, Hindi, and Tamil, 

covering critical spam categories including banking fraud alerts from major Indian financial institutions (State 

Bank of India, HDFC Bank, YONO), promotional offers, OTP-related phishing attempts, lottery scams, and 

delivery notification fraud [17]. This combined dataset provides comprehensive multilingual coverage essential for 

training a robust detection model. 

To address the inherent class imbalance and augment the representation of domain-specific spam patterns, a 

synthetic data generation module was developed to create realistic banking and OTP-related messages. The 

synthetic generation process produces messages that closely mimic the linguistic patterns, urgency indicators, and 

structural characteristics of genuine banking notifications and phishing attempts across all three target languages. 

This augmentation strategy ensures that the model is exposed to diverse fraud patterns and significantly improves 

its generalization capability for detecting previously unseen spam variants [18]. The dataset distribution maintains 

an approximate 50:50 ratio between spam and legitimate (ham) messages following augmentation, mitigating 

potential classification bias. 

2.2. Text Preprocessing Pipeline 

The text preprocessing pipeline implements a systematic sequence of transformations to prepare raw SMS data for 

model consumption. The pipeline begins with text cleaning operations including removal of special characters, 
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excessive whitespace, and HTML entities while preserving linguistically significant elements. Normalization 

procedures standardize Unicode representations across Devanagari (Hindi) and Tamil scripts, ensuring consistent 

encoding. Tokenization is performed using the Hugging Face WordPiece tokenizer configured for the IndicBERT 

vocabulary, with a maximum sequence length of 128 tokens to accommodate the inherently short nature of SMS 

messages while maintaining computational efficiency. Each tokenized message is converted to input IDs and 

attention masks compatible with the transformer input format [19]. Stop-word removal is selectively applied only 

to English-language components, as stop-word removal in Hindi and Tamil may inadvertently eliminate 

contextually significant morphological markers. 

 
Fig. 2. System operation flowchart depicting the complete pipeline from data collection through preprocessing, 

model training, optimization, and real-time mobile deployment for SMS spam classification. 

2.3. IndicBERT Model Architecture and Fine-Tuning 

The core classification engine employs the IndicBERT model, a transformer-based pre-trained language model 

specifically designed for eleven Indian languages including Hindi, Tamil, Telugu, Bengali, Marathi, Gujarati, 

Kannada, Malayalam, Odia, Punjabi, and Assamese, in addition to English [20]. IndicBERT is pre-trained on the 

AI4Bharat-IndicNLP Corpora comprising approximately 9 billion tokens across all supported languages, providing 

robust cross-lingual contextual understanding. The model architecture follows the BERT-base configuration with 

12 transformer layers, 768 hidden dimensions, 12 attention heads, and approximately 110 million parameters. 

Fine-tuning is performed by appending a binary classification head consisting of a dropout layer (p=0.3) followed 

by a fully connected linear layer that maps the 768-dimensional [CLS] token representation to two output logits 

corresponding to the ham and spam classes. The model is trained using the cross-entropy loss function with the 

AdamW optimizer configured with a learning rate of 2×10⁻⁵, weight decay of 0.01, and a linear warmup schedule 

over the first 10% of training steps. Training is conducted for 5 epochs with a batch size of 32, utilizing mixed-

precision (FP16) training when GPU hardware is available. The dataset is partitioned into training (80%), 

validation (10%), and test (10%) splits with stratified sampling to preserve class distributions across all subsets 

[21]. The complete model training and optimization pipeline is presented in Fig. 3. 
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Fig. 3. IndicBERT model training and optimization pipeline showing the progression from raw multilingual SMS 

data through preprocessing, fine-tuning, evaluation, and TFLite conversion for mobile deployment. 

2.4. Model Optimization and Mobile Deployment 

The model optimization strategy targets efficient real-time inference on resource-constrained mobile devices. 

Following training, the fine-tuned PyTorch model is first exported to the Open Neural Network Exchange (ONNX) 

format, which provides a standardized, framework-agnostic model representation [22]. ONNX export eliminates 

the dependency on the full PyTorch runtime, substantially reducing the deployment package size. The ONNX 

model subsequently undergoes graph-level optimizations including operator fusion, constant folding, and 

redundant computation elimination. 

The optimized ONNX model is then converted to TensorFlow Lite (TFLite) format, which is specifically designed 

for on-device machine learning inference on Android and iOS platforms [23]. During TFLite conversion, dynamic 

range quantization is applied, converting model weights from 32-bit floating-point to 8-bit integer representations, 

which reduces the model size by approximately 75% while maintaining classification accuracy within 0.5% of the 

full-precision model. The resulting TFLite model is embedded directly within the Android application's assets 

directory, enabling fully offline inference without requiring network connectivity. The mobile application monitors 

incoming SMS messages through the Android BroadcastReceiver API, processes each message through the on-

device IndicBERT classifier, and displays the classification result with a visual spam/ham indicator in real-time. 

The classification algorithm flowchart is depicted in Fig. 4. 
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Fig. 4. Real-time SMS classification algorithm flowchart depicting the incoming message processing, IndicBERT 

tokenization, model inference, probability-based classification, and user notification workflow. 

2.5. Data Flow Architecture 

The complete data flow architecture of the proposed system is structured hierarchically across multiple processing 

levels. At the highest abstraction level (Level 0), the external entity—the SMS user—provides incoming messages 

to the centralized IndicBERT Spam Detection System, which returns classification results and alert notifications. 

The Level 1 decomposition reveals four principal processing modules: data collection and synthesis, text 

preprocessing and tokenization, IndicBERT classification engine, and result generation with notification dispatch. 

The data flow diagram illustrating these processing levels is presented in Fig. 5. 
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Fig. 5. Data flow diagram showing (A) Level 0 DFD with external entities and system boundary, and (B) Level 1 

DFD decomposing the system into data collection, preprocessing, classification, and notification modules. 

3. Results 

The proposed multilingual SMS spam detection system was subjected to comprehensive experimental evaluation 

to assess its classification accuracy, precision, recall, F1-score, inference speed, and practical deployment viability 

under both controlled laboratory conditions and simulated real-world environments. 

3.1. Model Performance Metrics 

The fine-tuned IndicBERT model was evaluated on the held-out test set comprising approximately 15,185 

messages (10% of the total dataset) with balanced representation across spam and ham categories and all three 

target languages. The model achieved an overall classification accuracy of 97.8%, substantially exceeding the 

performance of baseline methods. Detailed performance metrics are presented as follows: precision of 99.1% 

indicating minimal false positive detections, recall of 98.9% confirming comprehensive spam capture, and an F1-

score of 99.0% demonstrating excellent harmonic balance between precision and recall. The confusion matrix 

analysis revealed 74,250 true negatives (legitimate messages correctly classified), 75,078 true positives (spam 

messages correctly identified), 672 false positives (legitimate messages incorrectly flagged as spam), and 845 false 

negatives (spam messages that evaded detection). 

Language-specific analysis revealed that the model performed most accurately on English-language messages 

(accuracy: 98.4%), followed by Hindi (accuracy: 97.5%) and Tamil (accuracy: 96.9%). The marginally lower 

performance on Tamil messages is attributable to the relatively smaller representation of Tamil-language spam 

samples in the training corpus and the greater morphological complexity of the Tamil script. Code-mixed messages 

combining two or more languages exhibited a classification accuracy of 95.8%, which, while slightly lower than 

monolingual performance, represents a significant improvement over baseline methods that achieve below 80% 

accuracy on code-mixed content [24]. 
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3.2. Comparative Performance Analysis 

A rigorous comparative analysis was conducted between the proposed IndicBERT-based system and five 

categories of existing approaches: rule-based keyword filtering, Naïve Bayes with TF-IDF features, LSTM/CNN 

deep learning models, monolingual BERT (English-only), and the proposed IndicBERT system. The results, 

summarized in Fig. 6, demonstrate that the proposed system offers substantial advantages across all evaluated 

dimensions. Rule-based keyword filtering achieved only 72% accuracy with an F1-score of 0.68, exhibiting 

particularly poor performance on multilingual and code-mixed messages. The Naïve Bayes classifier with TF-IDF 

features improved accuracy to 87% but remained limited in its multilingual capability. LSTM/CNN models 

achieved 93% accuracy with moderate multilingual support but required significantly longer inference times 

unsuitable for real-time mobile deployment. The monolingual BERT model demonstrated strong English-language 

performance (96% accuracy) but failed to generalize to Hindi and Tamil messages. The proposed IndicBERT 

system achieved the highest overall accuracy (97.8%) while providing native multilingual support and real-time 

inference capability through TFLite optimization [25]. 

 
Fig. 6. Comparative analysis of the proposed IndicBERT system against existing spam detection approaches across 

accuracy, precision, recall, F1-score, multilingual support, and real-time inference capability. 

3.3. Mobile Deployment and Inference Performance 

The TFLite-optimized model was deployed on a mid-range Android smartphone (Qualcomm Snapdragon 680 

processor, 6 GB RAM) and evaluated for inference speed and resource consumption. The on-device inference 

latency averaged 45 milliseconds per message classification, which is well within the real-time processing 

threshold and imperceptible to end users. The TFLite model file size after quantization measured approximately 28 

MB, representing a 75% reduction from the original 110 MB PyTorch model while maintaining classification 

accuracy within 0.4% of the full-precision model. Memory consumption during inference averaged 85 MB of 

RAM, leaving substantial headroom on modern smartphones [26]. 

The Android application was further evaluated for reliability through continuous monitoring over a 72-hour period 

during which 2,847 incoming SMS messages were automatically processed. The system maintained consistent 

classification performance without application crashes, memory leaks, or battery drain exceeding normal 

background service consumption (approximately 2% per hour). The offline inference capability ensured that spam 
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detection continued to function correctly in airplane mode and areas with no cellular data connectivity, a critical 

advantage for user privacy as no message content is transmitted to external servers. 

3.4. Test Case Validation 

A comprehensive test case validation was conducted across nine distinct test scenarios to verify system 

functionality under diverse operating conditions. Test Case TC01 (valid normal SMS) confirmed correct ham 

classification. TC02 (keyword-heavy spam) verified accurate spam detection. TC03 (multilingual Tamil/Hindi 

messages) validated cross-lingual classification capability. TC04 (code-mixed English-Tamil and English-Hindi 

messages) confirmed mixed-language processing. TC05 (empty or null input) verified graceful error handling. 

TC06 (bulk message processing) confirmed efficient handling of high message volumes. TC07 (messages with 

special characters and URLs) validated robust preprocessing. TC08 (banking and OTP-related messages) 

confirmed accurate fraud detection capability. TC09 (real-time SMS monitoring) validated instant prediction 

delivery through the Android interface. All nine test cases passed successfully, confirming the system's reliability, 

robustness, and readiness for practical deployment [27]. 

4. Discussion and Future Prospects 

The experimental results presented in Section 3 substantiate the efficacy of the proposed IndicBERT-based 

multilingual SMS spam detection system as a viable, high-performance alternative to conventional and 

monolingual detection methodologies. The system successfully integrates comprehensive data collection with 

synthetic augmentation, advanced transformer-based classification, and efficient mobile deployment within a 

unified architecture that addresses the critical limitations identified in existing approaches. The achieved 

classification accuracy of 97.8% and F1-score of 99.0% compare favorably with the state-of-the-art reported in the 

literature, while the native multilingual support for English, Hindi, and Tamil significantly extends the system's 

practical applicability in the Indian linguistic context. The threshold-based softmax classification approach, 

combined with IndicBERT's pre-trained cross-lingual representations, enables robust detection of sophisticated 

spam patterns including banking fraud, OTP phishing, and promotional scams that frequently employ code-mixing 

and linguistic obfuscation techniques to evade conventional filters. 

Several limitations of the current implementation warrant acknowledgment. The model's performance on code-

mixed messages (95.8% accuracy), while superior to existing approaches, remains marginally lower than 

monolingual classification performance, suggesting potential for improvement through targeted code-mixed 

training data augmentation. The current system supports three languages; however, India's linguistic diversity 

encompasses 22 officially recognized languages and numerous dialects, each presenting unique morphological and 

syntactic challenges. Additionally, the static model deployment paradigm does not accommodate real-time 

adaptation to emerging spam patterns, potentially allowing novel attack vectors to initially evade detection until the 

model is retrained and redeployed. 

Future development phases will focus on addressing these limitations through several planned enhancements. First, 

the expansion of language support to encompass additional Indian regional languages including Telugu, Bengali, 

Marathi, and Kannada will broaden the system's demographic reach. Second, the implementation of continuous 

online learning mechanisms will enable the model to adapt to evolving spam patterns in real-time without requiring 

full retraining cycles. Third, the integration of explainable artificial intelligence (XAI) techniques, such as attention 

visualization and LIME-based explanations, will provide users with transparent rationale for classification 

decisions, enhancing trust and enabling manual override capabilities. Fourth, the development of a federated 

learning framework will enable collaborative model improvement across multiple devices while preserving 

individual user privacy. Finally, the extension of the detection system to additional communication platforms 

including email, WhatsApp, and social media messaging will provide a unified, cross-platform spam protection 

ecosystem [28,29,30]. 
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