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Abstract: This paper presents an object detection and classification system for autonomous vehicles using 

Vision Transformers (ViTs). Object detection is a critical component in autonomous driving, enabling the 

vehicle to perceive its surroundings accurately and make informed decisions. Traditional methods largely rely 

on Convolutional Neural Networks (CNNs), which have limitations in capturing long-range dependencies 

within image data. Vision Transformers, inspired by the success of transformer models in natural language 

processing, model global relationships in visual data. This work implements a ViT-based approach using 

PyTorch, trained and evaluated on the LabelMe-12-50k dataset with COCO label taxonomy. The system 

detects and classifies vehicles, pedestrians, and traffic signs in real-time. The ViT model achieved 89.7% 

accuracy, 88.3% precision, 87.9% recall, and an F1 score of 88.1%, outperforming CNN baselines across all 

metrics and validating the effectiveness of Vision Transformers for autonomous vehicle perception. 

Index Terms — Vision Transformer, Autonomous Vehicles, Object Detection, Self-Attention, Deep 

Learning, LabelMe Dataset, COCO Labels, CNN, Image Classification. 

 

I. INTRODUCTION 

Autonomous vehicles represent a significant advancement in modern transportation technology, promising 

to increase road safety, reduce traffic congestion, and provide greater mobility for all users. A fundamental 

aspect of autonomous driving is the vehicle's ability to understand and interpret its environment through 

accurate detection and classification of surrounding objects, including other vehicles, pedestrians, traffic 

signs, and obstacles that the vehicle must recognize to navigate safely. 

Traditional object detection techniques primarily employ Convolutional Neural Networks (CNNs) due to 

their strong performance in image recognition tasks. However, CNNs have inherent limitations in capturing 

long-range spatial relationships and contextual information within images. Vision Transformers (ViTs), 

adapted from natural language processing (NLP), process images as sequences of patches and excel in 

capturing global context. This enables improved object detection and classification accuracy in complex 

driving environments. 

The dataset chosen for training and evaluation is the LabelMe-12-50k dataset, a challenging benchmark 

containing 50,000 JPEG images (40,000 for training and 10,000 for testing), each at 256×256 pixels. Roughly 

half display a centered object from one of twelve distinct classes; the remainder show cluttered regions with 

no dominant object. The dataset is particularly demanding due to high intra-class variability, diverse lighting 

conditions, varying viewpoints, and frequent occlusions, simulating real-world driving complexity. Object 

class labels are aligned with the COCO (Common Objects in Context) taxonomy, enabling compatibility with 

established evaluation metrics and facilitating comparison with models trained on similar benchmarks. 

http://www.jetnr.org/


                                                                                 © 2026 JETNR | Volume 4, Issue 6 June 2026 | ISSN: 2984-9276 | JETNR.ORG 

     

 

JETNR2606052 Journal of Emerging Trends and Novel Research (www.jetnr.org) 

 

 

a389 

 

A. Objectives 

The primary objective is to develop a state-of-the-art object detection and classification system using 

Vision Transformer architecture to enhance the perception capabilities of autonomous vehicles. Specific goals 

include: (1) developing a human-like visual perception system; (2) improving object detection and scene 

understanding using ViTs; (3) studying the ViT architecture and its suitability for object detection and 

classification; and (4) collecting and preprocessing datasets simulating real-world driving conditions. 

B. Vision Transformer Architecture 

The Vision Transformer (ViT) is an innovative deep learning architecture that processes visual data using 

the transformer architecture originally designed for NLP. Unlike CNNs, which rely on convolutions to capture 

local spatial features, ViTs adopt the self-attention mechanism to model global relationships across image 

patches. ViT splits the input image into non-overlapping patches of size 16×16, flattens each patch into a 

vector, and linearly projects it into a 768-dimensional embedding space. For a 224×224 image, this yields 196 

patch tokens. Positional encodings are added to retain spatial structure. A special CLS token aggregates global 

context across all patches for the final classification step. The self-attention computation is defined as: 

Attention(Q, K, V) = softmax(QKᵀ / √dk) · V     -----(1) 

where Q (query), K (key), and V (value) are learned linear projections of the input patch embeddings. 

Multiple attention heads enable the model to focus on diverse image regions simultaneously. Key advantages 

over CNNs include: elimination of locality bias, strong performance on large-scale data, effective transfer 

learning, and interpretable attention maps. 
  

II. LITERATURE SURVEY 

Yu et al. [1] proposed CAE-SOM, a neuron-triggered hybrid unsupervised deep learning method 

combining a convolutional autoencoder with a self-organizing map neural network to simulate human-like 

visual perception. Evaluated on the LabelMe dataset, CAE-SOM achieved 90% average accuracy, improving 

upon unsupervised baselines by nearly 10%, while reducing manual labeling requirements.  

Liang et al. [2] introduced Edge YOLO, an object detection system based on edge-cloud cooperation using 

reconstructive CNNs. By integrating a pruned feature extraction network and a compressed feature fusion 

network, it achieved 26.6 FPS and 47.3% mAP on COCO2017 with only 25.67 MB of parameters, effectively 

reducing reliance on cloud computing resources. 

Tian et al. [3] proposed SA-YOLOv3, which incorporates dilated convolution and a self-attention module 

into YOLOv3, with the loss function restructured using GIoU and focal loss. SA-YOLOv3 improves the 

original YOLOv3 by 2.58 mAP on KITTI and 2.63 mAP on BDD100K while maintaining real-time inference 

at over 40 FPS, representing the first integration of self-attention within the YOLOv3 framework. 

Yang et al. [4] presented MFFNet, a Multi-Feature Fusion Network integrating global features from 3D 

voxel convolutions with local features extracted via a point learning network, achieving 97% mAP on KITTI 

and 80% mAP on the Waymo Open Dataset for 3D object detection tasks. 

Zhao et al. [5] proposed a framework fusing human gaze data with vehicle-based object detection using 

the Laplacian Pyramid algorithm and Extended Kalman Filter, demonstrating improved trajectory prediction 

of interactive vehicles at unsignalized intersections. Xie et al. [6] introduced LSFormer, a neuromorphic-

computing-compatible Linear Sparse Transformer for image restoration on resource-constrained ADAS 

platforms, outperforming Softmax-based Transformer deployments on low-light enhancement, deraining, and 

dehazing tasks. 

Feng et al. [7] provided a systematic review of deep multi-modal object detection and semantic 

segmentation methods for autonomous driving. Zhu et al. [8] demonstrated the first in-vehicle visual odometry 

system operating exclusively on neuromorphic camera data. Cui et al. [9] reviewed camera-LiDAR fusion 

techniques covering depth completion, object detection, and semantic segmentation. Likhitha et al. [10] 

reviewed deep learning techniques for object detection, lane detection, and scene understanding, highlighting 

challenges related to adverse conditions and high computational requirements. 
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III. PROPOSED WORK AND SYSTEM ARCHITECTURE 

A. System Overview 

The proposed system shown in Fig1. develops an intelligent perception framework based on Vision 

Transformers for autonomous vehicle applications. The project integrates artificial intelligence, computer 

vision, machine learning, and data engineering. Vision Transformers provide a cutting-edge approach to 

object detection by leveraging the self-attention mechanism — dominant in NLP — and applying it to visual 

data interpretation in autonomous driving contexts. 

 

Fig.1. Proposed Workflow 

The ViT architecture treats each image as a sequence of patches analogous to word tokens in NLP, enabling 

contextual understanding between distant image regions that CNNs commonly miss. The system is 

implemented using PyTorch, with Torchvision providing data loading and transformation utilities, and 

OpenCV, NumPy, and Pandas supporting preprocessing and analysis tasks. 

B. ViT Architecture Stages 

The ViT architecture comprises four key stages. In Image Patching and Embedding, the input image of 

size H×W×C is divided into fixed-size 16×16 non-overlapping patches. For a 224×224 image, this yields 196 

patches. Each patch is flattened into a 1D vector and projected through a learnable linear layer into an 

embedding dimension of D=768. Positional Encoding is then added to each patch embedding using learnable 

positional embeddings to retain spatial structure. The Transformer Encoder stack applies multi-head self-

attention (12 heads) and FFN layers with GELU activation, residual connections, and layer normalization. 

Finally, the MLP Classification Head receives the output of the CLS token and produces class probabilities 

through dense layers followed by softmax. 

C. Methodology 

The development pipeline spans data collection, preprocessing, model implementation, training, and 

evaluation. The LabelMe-12-50k dataset covers 12 object categories with challenges including high intra-

class variance, varying illumination, and occlusions. Data preprocessing included grayscale conversion, 

Gaussian and median blur for noise reduction, histogram equalization for contrast, resizing to 256×256 pixels, 

and pixel normalization to [0,1]. Augmentation techniques included horizontal and vertical flipping, rotations 

up to ±30°, zooming, brightness and contrast adjustments, and random cropping. 

The model was trained using cross-entropy loss, the Adam optimizer, a batch size of 64, and 50 epochs 

with dropout and early stopping. Post-processing applied Non-Maximum Suppression (NMS) to retain only 

the highest-confidence bounding box per object. The system was benchmarked against Faster R-CNN with 

ResNet-50 backbone. Table 3.1 summarizes the mathematical parameters comparing both architectures. 
  

Table 3.1: CNN vs Vision Transformer – Mathematical Parameters 

Parameter CNN (ResNet-50) ViT-B/16 

Input Size 224×224×3 224×224×3 

Patch Size Not applicable 16×16 

Number of Patches — 196 

Embedding Dimension — 768 
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Parameter CNN (ResNet-50) ViT-B/16 

Parameters 25.6 million 85.8 million 

Layers/Blocks 50 conv layers 12 encoder blocks 

Attention Heads Not applicable 12 heads 

MLP Hidden Dim Not applicable 3072 

FLOPs ~4.1 GFLOPs ~17.6 GFLOPs 

Top-1 Accuracy ~76% ~77.9% 

Training Time/epoch ~20 min (V100) ~60 min (V100) 

Positional Encoding Not required Learnable 
  

As shown in Table 3.1, ViT-B/16 uses 12 transformer encoder blocks with 85.8 million parameters — 

considerably more than ResNet-50's 25.6 million. The computational load of ViTs is higher (~17.6 GFLOPs 

vs ~4.1 GFLOPs), and training time per epoch is longer (~60 min vs ~20 min on a single V100 GPU). 

However, ViT-B/16 achieves ~77.9% Top-1 accuracy on ImageNet compared to ~76% for ResNet-50, with 

the performance advantage depending on large-scale pretraining. CNNs leverage built-in spatial inductive 

biases; ViTs rely on learnable positional encodings to preserve spatial information across patches. 
  

IV. RESULTS AND DISCUSSION 

A. Dataset and Input Processing 

The LabelMe-12-50k dataset contains 50,000 JPEG images at 256×256 resolution, split into 40,000 

training and 10,000 test images across twelve distinct object classes. Sample images were shown in Fig 2.The 

ViT model receives input images of shape [1, 3, 128, 128] — a single RGB image resized to 128×128 pixels. 

Each image is divided into 64 non-overlapping 16×16 patches. After flattening and linear projection, the patch 

embeddings have shape [1, 64, 768], transforming spatial image data into a sequential form compatible with 

the Transformer architecture. 

 

Figure 2. Image Dataset 

 

B. Transformer Encoder Block 

The positionally encoded patch embeddings are passed through the Transformer Encoder, which leverages 

self-attention to capture relationships between all image patches regardless of spatial distance. The encoder 

block comprises approximately 7 million parameters and processes input of shape [1, 65, 768] — 64 patch 

embeddings plus one CLS token. Multi-head self-attention, layer normalization, and feed-forward layers 

collectively allow the model to reason about interactions between spatially distant or occluded patches, 

enhancing detection and classification capability. 
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C. Object Detection and Classification Results 

The trained model was tested on real-world video footage and demonstrated strong performance in 

identifying multiple object classes with high confidence. It detected cars with confidence scores as high as 

0.96, persons up to 0.77, and trucks up to 0.61. Only detections with confidence scores above 50% were 

considered valid. Among the top five predictions, all detected objects were classified as cars, reflecting the 

model's strong capability in urban driving scenes. The model successfully detected over 15 vehicles in dense 

traffic surveillance images, with bounding boxes accurately aligned to actual object positions.  

A person was detected with a confidence score of 0.64, demonstrating the model's ability to distinguish 

between different object classes in dynamic scenes. Despite partial occlusions and closely positioned vehicles, 

the model maintained consistent performance with minimal overlap errors. Bounding box confidence values 

for identified cars ranged between 0.51 and 0.86. A few lower-confidence detections suggest that further fine-

tuning or additional data augmentation could improve reliability for underrepresented classes. 

D. Performance Comparison 

Table 4.1 presents the performance comparison between ViT and a conventional CNN (Faster R-CNN 

with ResNet-50 backbone) across all key evaluation metrics. 
  

Table 4.1: Performance Comparison – ViT vs CNN 

Performance Metric ViT CNN 

Accuracy 89.7% 82.4% 

Precision 88.3% 80.1% 

Recall 87.9% 78.5% 

F1 Score 88.1% 79.3% 
  

ViT outperforms CNN across all metrics. Accuracy improved from 82.4% (CNN) to 89.7% (ViT). 

Precision increased from 80.1% to 88.3%, indicating fewer false positives. Recall improved from 78.5% to 

87.9%, showing ViT more successfully identifies all relevant objects. The F1 score of 88.1% versus CNN's 

79.3% confirms ViT's superior balance between precision and recall. These results validate Vision 

Transformers as a highly effective architecture for autonomous vehicle perception in complex, multi -object 

driving environments. 
  

V. CONCLUSION AND FUTURE ENHANCEMENT 

This work successfully developed an object detection and classification system for autonomous vehicles 

using Vision Transformers. Unlike traditional CNNs, ViTs capture global context through self-attention, 

improving performance in complex and cluttered driving scenes. Implemented in PyTorch and evaluated on 

the LabelMe-12-50k dataset with COCO label taxonomy, the model demonstrated strong results — accuracy 

89.7%, precision 88.3%, recall 87.9%, and F1 score 88.1% — outperforming CNN-based baselines across all 

metrics. The system accurately detected multiple road objects, proving ViT's suitability for real-time 

autonomous perception. 

Future enhancements include: (1) Multi-modal Sensor Fusion — integrating LiDAR and RADAR data for 

robust perception in adverse conditions; (2) Real-Time Optimization — applying quantization, pruning, and 

knowledge distillation for edge device deployment; (3) 3D Object Detection — extending to depth estimation 

and stereo vision for spatial awareness; (4) Full Autonomous Integration — linking the perception module 

with planning and control systems for end-to-end autonomy; and (5) Domain Adaptation — using transfer 

learning to generalize across diverse driving environments and weather conditions. 
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