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Abstract: Coconut cultivation plays an important role in agriculture and contributes significantly to food production 

and rural economies in many tropical countries. However, coconut plantations are highly vulnerable to various leaf 

diseases and pest infestations that negatively affect plant health, crop productivity, and economic yield. Traditional 

disease identification methods generally rely on manual inspection by agricultural experts, which can be time-

consuming, labor-intensive, and prone to human error. Therefore, intelligent and automated disease detection systems 

have become increasingly important in modern precision agriculture. 

This project presents a Coconut Leaf Disease Detection and Management System using Deep Learning and Stream 

lit Web Application. The system utilizes image-based disease diagnosis to classify coconut leaf conditions into five 

categories: CCI_Caterpillars,Healthy_Leaves,CLWD_ Drying of Leaflets_Flaccidity, and WCLWD_Yellowing. The 

project employs Transfer Learning using MobileNetV2, a pretrained deep learning architecture, to improve disease 

classification accuracy while reducing training complexity and computational requirements. 

The dataset undergoes preprocessing and augmentation techniques including image rescaling, rotation, zooming, 

width shifting, height shifting, and horizontal piping. These preprocessing operations improve model generalization 

and increase robustness against image variations. Training and validation datasets are created using Image Data 

Generator to support systematic model learning and evaluation. 

The pretrained MobileNetV2 model is used as the feature extraction backbone while additional fully connected layers 

are added for coconut disease classification. The model is trained using the Adam optimizer and categorical cross-

entropy loss function. Early stopping is incorporated to prevent overfitting and improve model stability. Training 

performance is monitored using accuracy and loss graphs. 

Index Terms— CLWD, WCLWD 
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INTRODUCTION 

Coconut is one of the most economically important plantation crops cultivated across tropical and subtropical regions 

of the world. It serves as a major source of food, oil, fiber, and commercial products, supporting the livelihood of 

millions of farmers and contributing substantially to agricultural economies. However, coconut production is 

frequently affected by various leaf diseases and pest infestations that reduce crop quality, lower productivity, and 

increase cultivation costs. Effective disease management therefore plays a vital role in maintaining healthy coconut 

plantations and ensuring sustainable agricultural output. 

Traditional coconut disease diagnosis generally depends on manual field inspection performed by agricultural 

specialists or experienced farmers. Experts visually examine leaves for symptoms such as discoloration, yellowing, 

drying, flaccidity, or pest damage before recommending suitable treatment methods. Although such approaches are 

widely practiced, they often require significant time, experience, and physical effort. Disease symptoms may 

sometimes appear visually similar, increasing the possibility of misclassification and delayed treatment. 

Recent advancements in Artificial Intelligence (AI) and Deep Learning (DL) have transformed agricultural 

monitoring and disease diagnosis. Deep learning algorithms can automatically analyze digital images, identify 

complex visual patterns, and perform accurate classification without requiring handcrafted feature extraction. These 

technologies have enabled the development of intelligent systems capable of supporting farmers and agricultural 

experts through rapid and automated disease prediction. 

Among various deep learning techniques, Transfer Learning has gained considerable attention because it allows 

pretrained models to be reused for specialized applications. Instead of training an entirely new neural network from 

scratch, transfer learning adapts existing models trained on large datasets to solve domain-specific problems with 

fewer training images and lower computational cost. Models such as MobileNetV2 provide efficient feature extraction 

capabilities and have shown strong performance in image classification applications.  

In this project, a Coconut Leaf Disease Detection and Management System is developed using Transfer Learning with 

MobileNetV2. The model is trained using a dataset containing healthy and diseased coconut leaf images belonging to 

five distinct categories. Data augmentation and preprocessing techniques are applied to improve training quality and 

enhance prediction accuracy. The trained model is then deployed through a Streamlit web interface, allowing users to 

upload images and receive immediate disease diagnosis. 

The system not only performs disease detection but also extends its functionality by providing agricultural 

management recommendations. Based on the predicted disease, users receive medicine suggestions, fertilizer 

recommendations, prevention methods, yield improvement guidance, and yield prediction estimates. The inclusion of 

PDF report generation further enhances usability and documentation support. Thus, the project demonstrates the 

integration of deep learning and web technologies to create an intelligent agricultural assistance system. 

PROPOSED SYSTEM 

The proposed system introduces a Deep Learning-based Coconut Leaf Disease Detection and Management System 

integrated with a Streamlit Web Application. The system is designed to automatically identify coconut leaf diseases 

using image classification and provide comprehensive management guidance. 

The project utilizes a coconut leaf image dataset containing five disease categories and applies preprocessing and 

augmentation techniques to improve model learning. Instead of relying on manual feature extraction, the system 

employs Transfer Learning using MobileNetV2, a pretrained deep learning model capable of extracting high-level 

image features efficiently. 
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The MobileNetV2 model is used as the feature extraction backbone while additional dense layers are added to perform 

disease classification. Training is conducted using image generators with validation splitting, Adam optimization, and 

categorical cross-entropy loss. Early stopping is implemented to reduce overfitting and preserve the best-performing 

model weights. 

The trained model is deployed using Streamlit to create an interactive web application. Users can upload coconut leaf 

images and receive real-time prediction results indicating the detected disease category. 

The proposed system extends beyond disease prediction by providing: 

• Recommended medicines 

• Fertilizer suggestions 

• Prevention methods 

• Yield improvement tips 

• Dynamic yield prediction 

• Downloadable PDF reports 

METHODOLOGY 

The methodology followed in this project consists of multiple systematic stages that transform raw coconut leaf 

images into an intelligent disease detection and management system. The complete workflow integrates image 

preprocessing, deep learning-based classification, transfer learning, model evaluation, and Streamlit deployment. 

The overall process includes: 

1. Dataset Collection 

Dataset collection is the initial stage of the project. The coconut leaf image dataset is organized into five disease 

categories representing both healthy and diseased conditions. The images are stored in separate folders corresponding 

to their disease classes, allowing supervised learning and automatic class labeling. 

The dataset includes: 

• CCI_Caterpillars 

• Healthy_Leaves 

• WCLWD_DryingofLeaflets 

• WCLWD_Flaccidity 

• WCLWD_Yellowing 

The organized dataset structure enables efficient loading and classification through TensorFlow image generators. 

2. Data Preprocessing 

Image preprocessing is an important stage in deep learning because model performance depends heavily on image 

quality and consistency. Raw agricultural images may vary in lighting conditions, orientation, size, and background 

characteristics. Therefore, preprocessing operations are applied before model training. 

The project performs preprocessing using ImageDataGenerator. All images are resized to 224 × 224 pixels, ensuring 

compatibility with the MobileNetV2 architecture. 

Preprocessing operations include: 

• Image rescaling 

• Image normalization 

• Size standardization 
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• Dataset organization 

• Validation dataset generation 

 

3. Data Augmentation 

Deep learning models generally require large and diverse datasets for effective learning. Since agricultural datasets 

may contain limited images, data augmentation is used to artificially increase dataset diversity and reduce overfitting. 

These transformations generate modified image variations while preserving disease characteristics, enabling the 

model to learn robust and generalized visual features. 

4. Transfer Learning 

Transfer Learning is an advanced deep learning technique where pretrained neural networks are adapted for 

specialized tasks. Instead of training a deep neural network from scratch, existing knowledge from large datasets is 

transferred to a new problem domain. This project uses MobileNetV2, pretrained on the ImageNet dataset. 

5. Model Development 

The project develops a hybrid deep learning model by combining MobileNetV2 with fully connected neural network 

layers. 

The architecture consists of: 

• MobileNetV2 base model 

• GlobalAveragePooling2D layer 

• Dense hidden layers 

• Dropout regularization layers 

• Softmax output layer 

6. Model Compilation 

Model compilation defines how the neural network learns from data. 

The project uses: 

Optimizer: Adam 

Learning Rate: 0.001 

Loss Function: Categorical Crossentropy 

Performance Metric: Accuracy 

7. Model Training 

Model training is the process through which the neural network learns disease patterns from coconut leaf images. 

The project uses: 

• Batch size = 32 

• Epochs = 20 

• Training dataset 

• Validation dataset 

The model learns visual disease characteristics through repeated forward and backward propagation processes. Early 

stopping is implemented to monitor validation loss and automatically terminate training when performance stops 

improving. This prevents overfitting and preserves the best-performing model. 
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8. Deployment 

After successful training, the model is saved and integrated into a Streamlit web application. 

SYSTEM ARCHITECTURE 

The system architecture describes the operational framework and workflow of the Coconut Leaf Disease Detection 

and Management System. The architecture explains how the system accepts image input, processes the data, performs 

disease prediction using deep learning, generates agricultural recommendations, and finally delivers the results 

through a web-based user interface. 

The project follows a layered architecture model where each layer performs a specific task. The integration of image 

processing, transfer learning, recommendation systems, and web deployment enables the project to function as a 

complete agricultural decision-support platform. 

The system architecture consists of the following layers: 

1. Input Layer 

The Input Layer serves as the initial stage of the Coconut Leaf Disease Detection System. This layer is responsible 

for accepting coconut leaf images from users through the Streamlit web interface. Since the entire project operates as 

an image-based disease classification system, the quality and suitability of input images play a critical role in 

prediction performance. 

Users interact with the application through an upload interface developed using Streamlit. The system supports 

commonly used image formats including JPG, JPEG, and PNG. Once the image is uploaded, the application verifies 

the file format and prepares it for further processing. The uploaded image is also displayed on the screen, allowing 

users to confirm that the selected leaf image is correct before prediction begins. 

2. Image Processing Layer 

The Image Processing Layer performs preprocessing operations that convert raw uploaded images into a standardized 

format suitable for deep learning prediction. Agricultural images often contain variations in size, brightness, 

orientation, and background conditions. Such inconsistencies can negatively influence neural network learning and 

reduce classification accuracy if preprocessing is not performed properly. 

3. Deep Learning Layer 

The Deep Learning Layer forms the core computational component of the system and is responsible for extracting 

image features and learning disease patterns. Unlike traditional image processing systems that depend on manually 

engineered features, deep learning automatically identifies relevant visual characteristics directly from image data. 

The project uses Transfer Learning with MobileNetV2, a pretrained convolutional neural network trained on the large-

scale ImageNet dataset. MobileNetV2 is selected because of its lightweight architecture, computational efficiency, 

and strong image classification capability. The pretrained layers act as a feature extractor and identify complex 

patterns such as texture variations, color abnormalities, leaf damage, and disease-specific visual symptoms. 

4. Prediction Layer 

The Prediction Layer performs disease classification based on the extracted features generated by the deep learning 

model. Once the processed image passes through the MobileNetV2 architecture and custom classification layers, the 

neural network produces probability scores representing the likelihood of each disease category. 

The project performs multiclass classification using a Softmax activation function in the final output layer. The 

softmax layer generates probability distributions across five disease classes including CCI_Caterpillars, 
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Healthy_Leaves, WCLWD_DryingofLeaflets, WCLWD_Flaccidity, and WCLWD_Yellowing. The class with the 

highest probability score is selected as the final prediction result. 

Along with disease classification, the Prediction Layer also calculates the confidence score associated with prediction 

accuracy. The confidence percentage helps users understand the certainty level of the model's decision. Providing 

confidence information improves transparency and enables users to interpret prediction reliability more effectively. 

5. Recommendation Layer 

The Recommendation Layer is one of the most significant enhancements in the proposed system because it extends 

functionality beyond simple disease classification. Traditional disease prediction systems often stop after identifying 

the disease type, leaving treatment decisions entirely to users or agricultural specialists. This project addresses that 

limitation by integrating disease-specific management recommendations. 

After disease prediction is completed, the application retrieves agricultural guidance from a separate disease_info 

Python file. This modular design improves maintainability and separates disease knowledge from application logic. 

The retrieved information includes medicine recommendations, fertilizer suggestions, prevention methods, and yield 

improvement strategies. 

6. Output Layer 

The Output Layer represents the final stage of the Coconut Leaf Disease Detection and Management System. This 

layer displays all prediction results and agricultural recommendations through the Streamlit web application. 

After successful analysis, the system presents prediction results in a visually organized format. Users can view the 

detected disease category, confidence score, plant health status, yield prediction percentage, and management 

recommendations directly on the application screen. Streamlit components such as success messages, subheaders, and 

formatted text improve readability and enhance user interaction. 

ALGORITHMS USED 

Deep learning algorithms play a major role in image classification and disease detection systems because they can 

automatically learn complex visual patterns from image data. Unlike traditional machine learning approaches that 

require manual feature extraction, deep learning models identify relevant features directly from images and perform 

classification with high accuracy. In agricultural applications, deep learning enables automated disease detection by 

analyzing leaf color, texture, shape, and damage symptoms. 

This project employs Transfer Learning using MobileNetV2 for coconut leaf disease classification. Instead of training 

a convolutional neural network from scratch, the project adapts a pretrained model and combines it with custom neural 

network layers for disease prediction. The overall architecture integrates feature extraction and classification 

mechanisms to produce an efficient and reliable disease detection system. 

The algorithmic components used in this project include: 

1. MobileNetV2 (Transfer Learning) 

MobileNetV2 is a lightweight and computationally efficient convolutional neural network designed for image 

classification and mobile computing applications. The architecture is developed to provide high prediction accuracy 

while maintaining low computational complexity and reduced memory usage. Because of its efficiency and strong 

feature extraction capability, MobileNetV2 is widely used in real-time computer vision and agricultural disease 

classification systems. 
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In this project, MobileNetV2 is used through Transfer Learning, where pretrained weights learned from the ImageNet 

dataset are reused for coconut leaf disease detection. The model is loaded with: weights = 'imagenet' include_top = 

False 

This configuration removes the original ImageNet classification layer and allows the model to be adapted for coconut 

disease prediction. 

The pretrained MobileNetV2 layers act as a feature extraction backbone and identify disease-related visual 

characteristics such as yellowing, drying, caterpillar damage, and texture abnormalities. Since the pretrained layers 

already possess strong image understanding capability, the project benefits from faster training and improved 

prediction performance. 

One major advantage of MobileNetV2 is its lightweight architecture. Compared with larger CNN models, 

MobileNetV2 requires fewer parameters and lower computational resources while still maintaining strong 

classification capability. This makes it highly suitable for academic projects, real-time prediction, and web-based 

agricultural applications. 

2. Global Average Pooling Layer 

Global Average Pooling is a neural network layer used to reduce feature map dimensions and prepare extracted 

features for classification. Traditional convolutional neural networks often use flattening operations that generate large 

numbers of parameters and increase computational complexity. Global Average Pooling addresses this limitation by 

reducing each feature map into a single representative value. 

In this project, the GlobalAveragePooling2D layer is placed after MobileNetV2 feature extraction. This layer converts 

high-dimensional feature maps into compact numerical representations while preserving important disease 

information. 

3. Dense Neural Network Layers 

Dense layers, also known as fully connected layers, perform high-level feature learning and final decision-making in 

neural networks. After feature extraction by MobileNetV2 and dimensionality reduction through global pooling, dense 

layers analyze extracted features and determine disease classification. 

The project includes: Dense (256, ReLU), Dense (128, ReLU) .These layers learn relationships among extracted 

image features and strengthen classification capability. 

The ReLU (Rectified Linear Unit) activation function introduces nonlinearity and enables efficient gradient 

propagation. ReLU helps avoid vanishing gradient problems and supports faster convergence during training. 

Dense layers therefore act as intelligent decision-making components that transform extracted image patterns into 

meaningful disease predictions. 

4. Dropout Regularization 

Dropout is a regularization technique used to prevent neural network overfitting. Deep learning models with many 

parameters may memorize training samples rather than learning generalized patterns, resulting in poor prediction 

performance on unseen images.The project uses: Dropout (0.5),  Dropout (0.3). The inclusion of dropout layers 

ensures that the trained model performs consistently on both training and validation datasets. 

5. Softmax Classification Layer 

The Softmax layer performs final multiclass disease classification. Since the project involves prediction across five 

disease categories, the output layer must generate probability values representing the likelihood of each class. Softmax 

converts raw neural network outputs into normalized probabilities whose sum equals one. The class with the highest 
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probability is selected as the predicted disease.The softmax layer therefore provides interpretable prediction outputs 

and supports confidence score generation for disease diagnosis. 

6. Adam Optimizer 

Optimization algorithms play a crucial role in neural network learning by adjusting weights and minimizing prediction 

error. The Adam optimizer is one of the most widely used optimization methods because of its efficiency and adaptive 

learning capability. This project uses: Adam (learning_rate = 0.001) 

7. Early Stopping 

Early Stopping is a training control mechanism designed to prevent overfitting and preserve the best-performing 

neural network model. During training, validation loss is continuously monitored to determine whether learning 

improvements are occurring. If validation loss stops improving for five consecutive epochs, training automatically 

terminates. Early stopping prevents unnecessary training cycles and reduces the possibility of model overfitting. By 

restoring the best-performing weights, the technique ensures improved prediction reliability and stable classification 

performance. 

PERFORMANCE VISUALIZATION 

Performance visualization is an important component of deep learning evaluation because graphical representations 

provide clearer understanding of model learning behavior. Numerical accuracy values alone may not fully describe 

training performance, whereas graphs reveal trends, stability, and learning efficiency. This project generates two 

important visualization outputs: 

1. Accuracy  

2. Loss Graph 

 

 

 

 

 

 

Graph 1: Graph Accuracy and Loss 

RESULTS AND DISCUSSION 

The MobileNetV2 transfer learning model demonstrated effective feature extraction and disease recognition 

capability. Since MobileNetV2 was pretrained on the ImageNet dataset, it successfully identified important visual 

characteristics associated with coconut leaf diseases including discoloration, drying, caterpillar infestation, and 

flaccidity symptoms. The integration of Global Average Pooling, dense layers, and dropout regularization further 

improved classification capability and enhanced model robustness.  

The Streamlit deployment successfully transformed the trained deep learning model into a practical and interactive 

disease detection system. Users can upload coconut leaf images and receive immediate disease prediction results 

along with confidence scores. The application provides an intuitive and user-friendly environment that simplifies 

disease diagnosis and eliminates the need for manual symptom interpretation. 

The implementation of dynamic yield prediction and PDF report generation further increases the practical utility of 

the system. Yield prediction estimates potential production impact depending on disease severity and prediction 

confidence, while downloadable PDF reports support agricultural documentation and crop monitoring activities. 
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Figure : Output window 
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