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Abstract— Heart diseases account for a large number of global mortalities and there is a necessity for the development of intelligent and
interpretable heart disease early-warning systems. This paper proposes a predictive and early warning system for heart diseases utilizing Al
that uses ensemble learning applied to 918 patient records of heart diseases from the UCI Machine Learning Repository. There will be a total
of six different models used for benchmarking and comparison, Logistic Regression, Random Forest, XGBoost, LightGBM, CatBoost and
MLP Neural Networks. Three interaction-based indicators (Blood Pressure - Heart Rate Ratio, Cholesterol — Age and Stress Index) will be
designed and incorporated for representing interaction among significant variables. Hyperparameters of both Random Forest and XGBoost
will be optimised using RandomisedSearchCV. The ensemble of XGBoost, Logistic Regression, and Random Forest models achieves a
maximal accuracy of around 90 percent and an area under the receiver operating curve (ROC) value of 0.963, higher than the base models.
The proposed system will incorporate an interpretability mechanism based on rule-based reasoning of identifying the top three clinical risk
factors for each patient, map them to actionable health recommendations, and send emails automatically through SMTP containing the
information about the probability, confidence and severity level of risks with appropriate advice.

Index Terms—Heart disease prediction, ensemble learning, soft-voting classifier, XGBoost, LightGBM, CatBoost, explainable Al, automated
alert system, feature engineering, SMTP notification, cardiovascular risk.

I. INTRODUCTION
Cardiovascular disease CVD leads to 17.9 million deaths every
year, accounting for nearly one-third of all global deaths [1].
Heart diseases such as coronary artery disease, arrhythmia,

Nevertheless, even with a large number of proposed ML
models, there is still a significant gap between the
research performance and the clinical application. The
current methods are typically limited by three factors:

SRM Institute of Science and

valvular dysfunction, and heart failure often progress silently and
may go undetected until a severe cardiac event occurs [2]. In
India, CVD accounts for an estimated 28 percent of overall
mortality, with prevalence rising sharply among the working-age
population and imposing a substantial economic burden [3].
Conventional diagnosis is based on clinical examination like
electrocardiography, echocardiography, stress examination,
biomarker examination (troponin, BNP, CRP), and, in extreme
instances, coronary angiography or CT angiography. Although
effective, these techniques need specialised infrastructure,
trained personel, and are expensive to scale efficiently to primary
care and community screening, particularly in low and middle-
income nations [4].

The extensive use of electronic health records (EHRs), the
development of machine learning (ML), and better
computational capabilities have opened up new possibilities of
using data to predict cardiovascular risk [5].

relying on one algorithm with poorer generalisation
capabilities [6], inability to interpret [7], and no built-in
alert system to help respond in time [8].This paper
addresses all the three limitations by developing and
testing one Al-based smart alert and prediction of heart
disease. The main contributions of this work are:

Benchmarking of 918 records UCI heart disease
dataset on 6 state-of-the-art classifiers with a single
preprocessing and evaluation framework.

. Three clinically inspired interaction attributes
(BP HR Ratio, Chol _Age, Stress _ Index) that
contribute 2.5% accuracy and 0.015 ROC-AUC to
unengineered baselines.

. Hyperparameter optimisation of systematic
XGBoost and Random Forest:
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RandomisedSearchCV with 3-fold stratified cross-
validation that improved the accuracy of XGBoost

by 2.72 percentage points prior to building the
ensemble.

«  Creating a three-model soft-voting ensemble (XGBoost
+ Logistic Regression + Random Forest) with an accuracy
0f 90% and ROC-AUC of 0.963, which was more accurate
than all the individual models.

. Suggesting a rule-based framework of explainability
that determines the top three patient-specific clinical risk
factors with evidence-based health recommendations.

. Introducing an email notification system based on
SMTP and severity-related alerts and end-to-end latency of
less than 2.5 seconds.

II. THEORETICAL BACKGROUND

A. Cardiovascular Disease and Clinical Risk Factors

The most common type of heart disease is coronary artery disease
(CAD), which develops as a result of the gradual deposition of
atherosclerotic plaques on the walls of the coronary arteries,
impairing the myocardial perfusion, and may lead to acute
myocardial infarction [9]. Hypertension, hyperlipidaemia,
diabetes mellitus, smoking, physical inactivity, and obesity are
the key modifiable risk factors that have been identified over
several decades of epidemiological studies.

Resting Blood Pressure (RestingBP) is a measure of systolic
arterial pressure at rest, which is elevated by sustained
hypertension (>130 mmHg) that raises cardiac workload and
faster atherogenesis. A serum cholesterol reading of more than
200 mg/dL is deemed as borderline high. Fasting Blood Sugar
(FastingBS) is a surrogate diagnostic measure of diabetes when
the fasting level of glucose is more than 120 mg/dL. Maximum
Heart Rate (MaxHR) — chronotropic incompetence during
exercise — is an independent predictor of cardiac mortality. ST
Depression (Oldpeak) measures the subendocardial ischaemia,
whereas ST Slope describes the prognostic importance of ST-
segment alterations during peak exercise.

B. Supervised Binary Classification

The prediction problem of heart diseases is formalised as a
supervised binary classification. Given a feature vector x € R?
and a label y € {0,1}, we wish to learn f/': R? — {0,1} that
minimises the expected error in classification.Practically,

majority of algorithm approximate F(y = 1|x) and set a threshold
at 0.5 when making binary decisions [11].

C. Logistic Regression

Logistic Regression: Logistic sigmoid models the probability of
a posterior class:

1

Ply=1|x) = —
¥ | J ]+t.—|w I—I.'I, (1)

with regularised binary cross-entropy loss minimised as
parameters. Although this is linear, Logistic Regression
offers well-calibrated probabilities and can be interpreted
directly by inspecting the coefficient [11].

D. Random Forest

The high variance of individual decision trees is reduced
by the bootstrap aggregation used in Random Forest [12]:
T

trees are trained independently on bootstrap replicates, each

split selecting from a random subset of m =~ p features.
Majority vote is used in aggregating predictions. The
impurity at each node according to Gini is:

Gini(9) =1 - [p(KH*, (2)
k
where p(k|t) is the proportion of class-k at node ¢.

E. Gradient Boosting: XGBoost, LightGBM, and
CatBoost

Gradient Boosting Machines construct a cumulative
assembly of weak learners in a row. In the mth iteration,
a new tree A, is trained on the negative gradient of the
current loss (pseudo residuals) and the model is updated
as

Fy= Fu+ 1 - hywhere 7 is the learning rate.

XGBoost [13] builds on this by using second-order Taylor
approximations of the loss, explicit L1/L.2 regularisation,
and column/row sub-sampling to further decrease
overfitting. LightGBM [14] proposes Gradient-Based
One-Side Sampling (GOSS) and Exclusive Feature
Bundling (EFB) and can decrease the training time by a
factor of order of magnitude. CatBoost [15] uses ordered
boosting to remove prediction shift, and has features
targeting designed to handle categorical features (using
ordered statistics).

E Multi-Layer Perceptron Neural Networks

Multi-layer Perceptron (MLP) uses a series of affine
transformations and non-linear activations. The network
learns non-linear decision boundaries by using ReLU as
or(z) = max(0,z) in hidden layers. The cross-entropy loss
is minimised backpropagated using the Adam optimiser.
Although theoretically MLPs are universal function
approximators, they need large datasets and extensive
regularisation to achieve higher performance on small
tabular datasets than tree-based approaches [16].

G. Ensemble Soft-Voting Theory

The ensemble learning theory [17] confirms that, when a
variety of classifiers with enough accuracy is combined,
the expected error is minimized. In the case of a soft-
voting set of M classifiers having weights w;, the class
prediction is:

M

. Z wy - .r."_, (y=Fk|x)

y" = argmax =1

NE)
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Soft voting makes use of full probability distributions instead of
hard labels, typically performing better than hard majority voting
in situations where base classifiers are well-calibrated.

III. LITERATURE SURVEY

A. Classical ML Baselines

Logistic Regression is still extensively used as a clinical
prediction base since it produces probabilistic results and has
interpretable coefficients [11]. Latha and Jeeva [19] showed that
ensemble classifiers achieve high performance when compared
to standalone LR using the Cleveland dataset.

According to Palaniappan and Awang, Naive Bayes got 83.7%
accuracy on the Cleveland data [20]. The original ML cardiac
diagnosis ML benchmark was created by Detrano et al. [21] on
303 records with an accuracy of 77% using a Bayesian classifier.
Bashir et al. [22] combined PCA-based feature selection with an
SVM, which they reported 84.4% accuracy.

B. Tree-Based Ensemble Methods

Random Forest [12] showed that ensemble averaging reduces
variance as compared to tree models. Weng et al. [23] reported
that using Random Forest to predict cardiovascular risk,
especially 10-year, was better at predicting risk by more than
7.6% as compared to standard clinical scoring guidelines, when
used on large EHR cohorts. Gavhane et al. [24] used XGBoost
and the LR and SVM, and their accuracy is 85.5%. Shah et al.
[25] used the Random Forest with the impuritybased analysis of
features and obtained 90.16 percent accuracy. On the UCI
dataset, Latha and Jeeva [19] compared AdaBoost, Bagging and
stacking with maximum accuracy of 85.9%. There are recent
researches that push these limits even further. Chandrasekhar et
al. [34] used a soft ensemble of six ML classifiers on the
Cleveland dataset, and found an accuracy of 93.44% whereas
Ambrews et al. [35] used a voting ensemble of 15 base models,
and had an accuracy of 91.96% on the UCI dataset. Nevertheless,
both articles did not use clinical feature engineering,
hyperparameter optimisation in a variety of boosting
frameworks, and an automated alert notification module.

C. Neural Networks for Cardiac Prediction

Recent MLPs using batch normalisation, dropout, and adaptive
optimisers have significantly reduced the performance gap across
historical results with tree-based ensembles on structured tabular
data [16]. A hybrid MLP-Genetic Algorithm framework of
Arabasadi et al. [26] with a 93.85% on the small 303 record
Cleveland subset but with high overfitting risk because of the
small size of the dataset. Systematic evidence was presented by
Grinsztajn et al. [16] that tree-based models are dependable and
better than vanilla neural networks when using tabular data less
than 10,000 records, which explains the tree-centric viewpoint
taken in this study.

D. Hybrid and Ensemble Strategies

Mohan et al. [27] created Hybrid Random Forest with
Linear Model (HRFLM) that incorporates RF feature
selection with LR classification and the best result is 88.7
percent on the UCI data. Ramalingam et al. [28] showed
that stacking ensembles of SVM and Random Forest had
87.4% accuracy on the Cleveland dataset, but neither
strategy tackled imbalance in the classes or included

explainability. A recent study of Abdulla et al. [36] on
Springer obtained 98.63 percent of accuracy with a voting
ensemble using SMOTE balancing, SHAP explainability,
and Bayesian hyperparameter tuning, which is the current
state-of-the-art with that subset. This work is the first to
tackle the entire merged 918-record UCI dataset using a
combined clinical feature engineering and automated
SMTP alerting pipeline.

E. Explainable Al in Clinical Decision Support

Lundberg and Lee [29] proposed SHAP (SHapley
Additive exPlanations) which is a theoretically sound
attribution of feature importance that could be used to any
model architecture. Ribeiro et al. [30] recommended a
model-agnostic surrogate, LIME. Rule-based
explainability methods wuse deterministic clinical
threshold criteria on the input features, providing an
alternative that can be directly interpreted and is
deterministic [31].

FE Automated Notification and Alert Systems

The IoT-based cardiac monitoring systems [8] have
proven that it is possible to implement a real-time
physiological warning system, but in this case, only
sensor-derived signals are considered, as opposed to the
structured EHR risk predictions. Email notification using
SMTP has been utilized in automation of healthcare
workflow as a simple, crossplatform-friendly mechanism
of providing clinical findings to remote stakeholders [32].
The current system builds upon this paradigm with the
alert payload organised to contain the quantification of
risks, the severity of the risk, the clinical factors
contributing to the risk, and recommendations tailored to
the individual.

G. Research Gaps and Positioning

Table I outlines some important related literature and
indicates the originality of the proposed system. The
analysis of the literature available indicates that the

benchmark of individual accuracy is commonly
optimised, but the combination of multi-model
comparison, engineered features, hyperparameter

optimisation, explainability, and automated notification in
a single deployable system is not a common occurrence.
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TABLE I
COMPARATIVE SUMMARY OF RELATED WORKS

V. METHODOLOGY
A. Dataset Description

The dataset (heart.csv) is an amalgamation of five
databases on heart diseases, which were donated to the

Study Model Acc. FE XAI Alert
Detrano et al. [21] Bayesian 77% No No No
Bashir et al. [22] PCA+SVM 84.4% No No No
Gavhane et al. [24] XGB+LR+SVM  85.5% No No No
Latha & Jeeva [19] AdaBoost 85.9% No No No
Ramalingam et al. [28] SVM+RF 87.4% No No No
Mohan et al. [27] Hybrid RF 88.7% No No No
Shah et al. [25] RF 90.16% No No No
Arabasadi et al. [26] MLP+GA 93.85%"  No No No
Ambrews et al. [35] Voting Ens. 91.96% No  Partial No
Proposed XGB+LR+RF ~90% Yes Yes Yes

UCI Machine Learning Repository at Cleveland,
Hungary, Switzerland, Long Beach VA and the Statlog
dataset [33]. There are 918 records of patients and 11
clinical attributes in the combined data. The binary target
variable Heart Disease is an indicator of whether a
person has a diagnosed cardiac disease (1, 0). The
proportion of the classes is about 55/45 with a mild
positive imbalance. All input features are described in
Table II.

TABLE II
DATASET FEATURE DESCRIPTIONS

T Tested on 303-record Cleveland subset; high overfitting
risk. FE = Feature Engineering; XAl = Explainability
Module.

IV. SYSTEM ARCHITECTURE

The proposed system is a pipeline of eight stages with end-to-end
data acquisition, preprocessing, feature engineering, model
training, hyperparameter optimisation, ensemble construction,
explainability and automated notification. Fig. 1 shows the entire
system architecture.

Each step is made modular, so that it is possible to update the
separate components without interfering with the whole pipeline.
Missing values are imputed and categorical variables encoded by
the data preprocessing module, three composite clinical
predictors are added to the base features by the feature
engineering module, six heterogeneous classifiers are
benchmarked by the model training module, the two strongest
learners are refined by the hyperparameter optimisation module,
probability outputs of the two learners are combined by the
ensemble module, patient-specific risk attribution is provided by
the explainability module and alerts generated by the SMTP
notification

. Fig. 1.
Proposed end-to-end system architecture for Al-based heart disease

prediction and intelligent alert generation. FE = Feature Engineering;
XATI = Explainability Module.

Feature Clinical Meaning Type Range
Age Patient age in years Numeric 28-77
Sex Biological sex (M/F) Categorical M/F
ChestPainType ASY, ATA, NAP, TA Categorical 4 classes
RestingBP Systolic BP at rest (mmHg) Numeric 0-200
Cholesterol Serum cholesterol (mg/dL) Numeric 0-603
FastingBS Fasting glucose >120 mg/dL Binary 0/1
RestingECG ECG result at rest Categorical 3 classes
MaxHR Peak heart rate (bpm) Numeric 60-202
ExerciseAngina  Exercise-induced angina Binary Y/N
Oldpeak ST depression (exercise) Numeric -2.6-6.2
ST Slope ST segment slope Categorical 3 classes
HeartDisease Target: 0=No, 1=Disease Binary 0/1

B. Data Preprocessing

Exploratory analysis showed that there were no
structurally missing values, all 172 records with a
Cholesterol value of 0 are physiologically impossible and
is a surrogate missingvalue encoding. To maintain
distributional integrity, these were imputed with the
median cholesterol of non-zero records, stratified by the
target class. A record with a RestingBP = 0 was dropped
and a clean working dataset of 917 records was obtained.
The four categorical variables, such as Sex,
ChestPainType, RestingECG, and ST Slope, were placed
in numeric form through one-hot encoding with the initial
dummy variable being dropped to prevent perfect
multicollinearity. ExerciseAngina was mapped between
Y, N to 1, 0. The number of dimensions in the feature
space increased to 19 after encoding.

Normalisation of each feature to zero mean and unit
variance was done using StandardScaler. Scaler was only
applied on the training set and applied on both splits to
avoid leakage of data.

C. Feature Engineering

The original clinical variables were encoded using three
composite features to encode physiologically
meaningful interactions.

BP HR _Ratio. The ratio captures the cardiovascular reserve;
patients with large CAD or heart failure have chronotropic

JETNR

Journal of Emerging Trends and Novel Research (www.jetnr.org)

‘ d211



http://www.jetnr.org/

© 2026 JETNR | Volume 4, Issue 4 April 2026 | ISSN: 2984-9276 | JETNR.ORG

incompetence and increased resting blood pressure, giving a
higher ratio:

RestingBP

BP HR Ratio =
4)

MaxHR + 1

The +1 in the denominator prevents division by zero.
Chol Age. The process of atherosclerosis is cumulative; the

atherogenic effect of high serum cholesterol accumulates with
age. The interaction term:

Chol _Age = Cholesterol x Age, (5)

models this cumulative risk using a single scalar, and models
information that is not shared in either of the variables.

Stress Index. ST segment depression and exercise-induced
angina are both markers of myocardial ischaemia during exercise
but their concomitant co-occurrence is a far greater predictor of
haemodynamically significant coronary stenosis:

Stress Index = OldpeakxExerciseAngina,
{0,1}.

ExerciseAngina €

, (6)
This aspect is non-zero when both the ischaemic signals coincide,
which is a high-specificity composite marker of obstructive
CAD. The three features engineered increased the final feature
space up to 22 dimensions.

D. Train-Test Split

To ensure reproducibility and control the class balance in each
subset, stratified random sampling taking a fixed random seed
divided the preprocessed data into 80 percent training (734
records) and 20 percent testing (184 records). The test set was
not evaluated at all until late model evaluation.

E. Individual Model Configuration

The six classifiers had well-motivated initialisations. The L-
BFGS quasi-Newton solver (max iter=3000) and L2
regularisation were used to solve Logistic Regression. Random
Forest was set up with 200 estimators, Gini impurity criterion
and fixed random state. The binary logistic objective
(scale_pos weight=1.2) was used to optimize XGBoost to
compensate the weak class imbalance. LightGBM was
configured with number of estimators (400) and learning rate
(0.05). CatBoost was trained using 500 boosting rounds and
learning rate 0.05. Two hidden layers were used in the MLP (64
and 32 neurons), ReLU, Adam solver, and max_iter=500.

E Hyperparameter Optimisation

RandomizedSearchCV was applied to Random Forest
and XGBoost with 3-fold stratified cross-validation,
scored by accuracy. For Random Forest, 20 random

combinations were sampled over: n_estimators €
{200,300,500}, max depth €  {58,10}, and
min_samples_split €

{2,5}.

For XGBoost, 40 iterations were used over: n_estimators
€ {700,900,1200}, max_depth € {3,4,5}, learning_rate €
{0.01,0.02}, subsample € {0.8,0.9}, y € {0,0.05}, and 4
€ {1,2,5}.

G. Ensemble Construction

Two ensemble structures were tried on the soft voting
rule. Ensemble-2 was tuned XGBoost (weight 6) and
tuned Random Forest (weight 1). Ensemble-3 with tuned
XGBoost (weight 5), Logistic Regression (weight 2) and
tuned Random Forest (weight 1). The asymmetric weights
optimally calibrate empirically tuned XGBoost. The
weight of Logistic Regression of 2 was inspired by its
essentially different, linear inductive bias, which brings in
the diversity in prediction and minimizes ensemble
variance.

H. Rule-Based Explainability Module

The explainability module, according to each prediction,
relates the clinical characteristics of the patient with a
pattern of medical - limits: RestingBP > 140 mmHg
(hypertensive range), Cholesterol > 240 mg/dL, MaxHR
< 100 bpm, Oldpeak > 2.0, FastingBS = 1,
ExerciseAngina = Y, and high BP HR Ratio > 1.0.

The three highest priority triggered rules, by clinical
severity, are identified and mapped to evidencebased
health recommendation.

l. SMTP Notification Module

Upon identifying a high-risk (probability 0.5 and above)
the system computes a risk percentage, a severity level
(Low: <50%, Moderate: 50-65%, High: 65-80%,
Critical: >80%), and contributing factors and generates a
formatted email notification via SMTP. The email subject
line is coded based on the level of the severity (e.g.,
[CRITICAL] Emergency Cardiac Risk Alert), and the
information about the risk quantification and clinical
guidance are all presented in the text. The average end-
to-end latency (prediction to SMTP acknowledgement)
was less than 2.5 seconds.

VI. RESULTS AND ANALYSIS
A. Individual Model Performance

Table III gives the test-set accuracy of all six base classifiers
before hyperparameter tuning. Random Forest had the best pre-
tuning accuracy (89.13%), and the next two in a close, were
Logistic Regression and CatBoost (88.59%). The scores of
XGBoost and Light GBM were the same (85.87), which means
that the default settings are not optimal. The MLP was
performing dismally (54.89%), almost as bad as random
guessing, in line with published results that vanilla neural net
does worse than tree-based methods on small tabular data [16].
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TABLE 111
INDIVIDUAL MODEL ACCURACY (BEFORE HYPERPARAMETER TUNING)
Model Test Accuracy Rank
Random Forest 89.13% Ist
Logistic Regression 88.59% 2nd
CatBoost 88.59% 2nd
XGBoost 85.87% 4th
LightGBM 85.87% 4th
Neural Network (MLP) 54.89% 6th

B. Effect of Hyperparameter Tuning

XGBoost was also enhanced with hyperparameter tuning by
2.72 percentage points, matching the best pre-tuning classifiers
(Table IV). The lack of improvement of Random Forest indicates
that the default 200-tree setting was already close to optimum
with this dataset size and complexity.

TABLE IV
ACCURACY BEFORE AND AFTER HYPERPARAMETER TUNING
Model Before After Gain
Random Forest  89.13%  89.13%  +0.00%
XGBoost 85.87%  88.59%  +2.72%

C. Ensemble Performance

Table V indicates that the three-model soft-voting ensemble
(Ensemble-3) had a high accuracy of about 90% with a ROC-
AUC of 0.963 as compared to the individual baselines and
Ensemble-2 (XGBoost + RF). Incorporating Logistic Regression
as a third varied learner added a 1.4 percent-point accuracy and
a ROC-AUC of 0.009.

TABLE V

ENSEMBLE VOTING CLASSIFIER PERFORMANCE

Configuration Acc. F1 AUC  Gain
Ensemble-2: XGB+RF [6:1] 88.6%  0.89  0.954 —
Ensemble-3: XGB+LR+RF [5:2:1]  =90% 090 0.963 +1.4%

D. Confusion Matrix Analysis

Ensemble-3 model is able to correctly classify 90 of 102 cases of
true heart disease positive (sensitivity = 88.2) and 76 of 82 cases
of true negative (specificity = 92.7).

The negative predictive value (NPV) of 86.4 and the
positive predictive value (PPV) of 93.8 are confirmatory
of a strong bidirectional reliability:

FP
([N — Vi (184-sample test set)  (7)
FN = 12TP =90

E. Detailed Classification Report

The entire classification report of Ensemble-3 can be
found in Table V1. Both of the classes have F1-scores of
more than 0.89, with the macro and weighted averages of
0.90 — verifying the ensemble is balanced in both classes.

TABLE VI
CLASSIFICATION REPORT — 3-MODEL SOFT-VOTING ENSEMBLE
Class Prec.  Recall Fl1 Support
0 — No Disease 0.86 0.93 0.89 82
1 — Disease 0.94 0.88 0.91 102
Macro Avg 0.90 0.90 0.90 184
Weighted Avg 0.90 0.90 0.90 184

E Feature Engineering Ablation Study

Table VII proves that the three developed features are
adding a statistically significant improvement. The
deletion of BP HR Ratio, Chol Age and Stress Index in the
feature space also decreases accuracy by 2.5 percentage
points and ROC-AUC by 0.015 which confirms the
clinical basis of the engineered interaction terms.

TABLE VII
IMPACT OF FEATURE ENGINEERING (ABLATION STUDY)
Configuration Acc. AUC F1
Without engineered features (11 dims) 87.5% 0.948 0.87
With all 3 features (22 dims) ~90% 0.963 0.90
Improvement +2.5% +0.015  +0.03

VII. CONCLUSION AND FUTURE WORK

A. Conclusion

This paper described a heart disease prediction and
intelligent alert system based on Al, which encompassed
six machine learning classifiers, three domain-engineered
interaction features, soft-voting ensemble learning, rule-
based explainability, and SMTP-based automated
notification. The system was trained on a UCI clinical
heart disease 918 record dataset. The 3-model soft-voting
configuration (XGBoost + Logistic Regression +
Random Forest) with hyperparameters optimised by
RandomisedSearchCV and the addition of three
interaction features engineered yielded a maximum
accuracy of about 90 percent and ROC-AUC of 0.963,
which is higher than all individual classifiers and the 2-
model configuration.

The addition of feature engineering added a 2.5% accuracy and
a 0.015 ROC-AUC gain. The explainability module offered
evidence-based health recommendations, transparent and
patient-specific risk factor attribution. The SMTP notification
module was used to make sure that all high-risk predictions
would result in a structured, severity-calibrated email
notification in 2.5 seconds. These elements collectively form a
clinically oriented, end-to-end cardiovascular risk management
pipeline that goes beyond the accuracy-centered ML benchmarks
to a system with a realistic prospect of implementation in the
primary care, community health, and telemedicine settings.

B. Limitations

The pre-processed dataset consists of 917 records, which is an
average size; bigger, multi-centre ones are required to

confirm the cross-population generalisability. The dataset is a
summary of historical cohort studies that are mostly of Western
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origin and it needs to be validated with a South Asian cohort or
other demographically diverse cohort.

The explainability layer is rule-based and not based on model
derived feature attributions (SHAP or LIME) that might not be
accurate reflections of the internal prediction process of the
ensemble on complex edge cases.

C. Future Work

Future directions are: (i) SHAP value attribution to offer model-
faithful, quantitative feature importance; (ii) crosscohort
generalisability testing on the Cleveland, MIMIC-III, NHANES,
and Indian Heart Disease datasets; (iii) investigation of TabNet
and FT-Transformer architectures to enhance neural performance
on tabular data; (iv) longitudinal risk trajectory modelling; (v)
interface with hospital EHR systems through HL7 FHIR APIs to
score risks in real-time and workflow-embedded risks; and (vi)
federated learning with distributed hospital datasets to overcome
privacy issues and train on much larger populations.
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